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Abstract
Quadcopters (drones) have experienced significant growth in popu-
larity over the past few decades. Advances in hardware miniatur-
isation and software sophistication have enabled quadcopters to
achieve capabilities previously unattainable. The traditional Pro-
portional Integral Derivative (PID) system is widely regarded as
the industry standard for quadcopter control and performs reliably
under stable conditions. However, PID control systems are limited
in environments characterised by high variability in atmospheric
conditions, such as strong wind turbulence. Recent technological
advancements have made it increasingly feasible to incorporate ad-
vanced control methods, such as Reinforcement Learning (RL), into
quadcopter applications. Nevertheless, RL also faces challenges;
specifically, training in simulations does not always translate effec-
tively to real-world conditions. Furthermore, cross-study analysis
becomes inconsistent due to the varying environmental conditions
and benchmarking metrics. This project addresses these challenges
by benchmarking contemporary on-policy and off-policy RL algo-
rithms against the PID implementation. The paper will produce
a reproducible MuJoCo/Gymnasium benchmark for quadcopter
hover stabilisation, comparing PID against six RL controllers under
identical environment, reward, tuning, and disturbance specifica-
tions.

1 Introduction
With the rapid growth of Unmanned Aerial Vehicles (UAVs), partic-
ularly quadcopters, their applications have expanded across a wide
range of domains, including agriculture, surveillance, and logistics
[9]. The property that has made quadcopters widely used in these
domains is their stabilisation controls, without which they could
not stabilise themselves to perform useful tasks.

The current industry standard for quadcopter stabilisation is the
Proportional-Integral-Derivative (PID) approach, valued for its com-
putational efficiency and well-established tuning methodologies
[16]. However, PID control is often limited in its ability to handle
nonlinear dynamics and disturbances in real-world environments
such as wind effects, rotor coupling, and varying payload conditions
[6]. Reinforcement Learning (RL) offers a data-driven alternative
instead of relying on a mathematical model. It achieves stabilisation
through interaction with the environment. The recent advances in
the field have demonstrated promising results in continuous control
tasks of comparable complexity.

Despite this potential, the literature surrounding data-driven
approaches to quadcopter stabilisation remains fragmented. Many
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studies focus on a small subset of algorithms in isolation, mak-
ing it difficult to reliably draw cross-study comparisons. This is
compounded by variations in study conditions, such as different
physics simulators, reward functions, termination conditions and
tuning procedures. This results in one algorithm appearing more
favourable than another, but it raises an important research ques-
tion: are these differences due to an intrinsic algorithmic advantage,
or a reflection of experimental conditions?

This study addresses this question by benchmarking on-policy
and off-policy algorithms against a classical PID baseline, using
MuJoCo as the unifying physics simulation framework. The RL
algorithms benchmarked are Proximal Policy Optimisation (PPO),
Advantage Actor-Critic (A2C), Constraint Regularisation PPO (SCR-
PPO), Twin Delayed DDPG (TD3), Soft Actor-Critic (SAC), and Twin
AverageDelayedDDPG (TAD3). These algorithms are benchmarked
against the classical implementation, the Proportional-Integral-
Derivative (PID). These algorithms will be evaluated in an identical
environment and under a standardised hyperparameter optimisa-
tion protocol, and reward functions to avoid reward shaping. By
following this process, the study ensures that the observed per-
formance differences reflect genuine algorithmic properties rather
than experimental inconsistencies.

2 Background
The literature in this area has addressed many data-driven ap-
proaches to controller implementation, with varying degrees of
depth and experimental conditions. This is presented in Table 1.

The contributions made by the papers focused on comparisons
between RL techniques and the various properties of simulation
frameworks. While new RL algorithms were developed to solve
problems, many of them introduced further complexities due to
overestimation and underestimation biases. While the use of Mu-
JoCo as a physics simulation framework in one of the previously
mentioned papers demonstrates its viability in research, that same
paper was published in 2018. This is important, as MuJoCo was still
proprietary at that point. Subsequent improvements to the simula-
tion framework, especially after it was made open-source in 2022,
were not addressed in the context of comparing RL techniques. The
paper comparing simulation frameworks, however, was published
in 2024 and described challenges regarding limited usability.

3 Problem Statement and Research Question
3.1 Problem Statement
The current literature on RL based quadcopter stabilisation lacks
reproducible and standardised comparison against a classical PID
baseline. Evaluations are done using a small subset of algorithms
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Study Algorithms / Controllers Environment Classical
base-
line?

Task-
specific
flight/control
metrics?

Key gap

Bernini et al. (2021) [7] RL controllers for quadcopter attitude
control

Quadcopter simulation Partial;
not
central

Yes Does not provide a broad benchmark
across modern on-policy and off-policy
algorithms under a shared PID compari-
son.

Hsiao et al. (2019) [11] PPO, A2C, PID OpenAI Gym-style quadcopter
environment

Yes Partly Useful baseline comparison, but limited
algorithm coverage and less emphasis on
standardised benchmarking.

Fujimoto et al. (2018)
[10]

DDPG, TD3, PPO, SAC MuJoCo continuous-control
tasks

No No Strong RL comparison, but not
quadcopter-specific and no classi-
cal control baseline.

Liu (2024) [14] DDPG, TD3, SAC, PPO General continuous-control
simulation tasks

No No Compares major deep RL algorithms for
continuous control problems, but does
not evaluate them in the quadcopter
hover-stabilisation benchmark or against
PID baseline.

Kaup et al. (2024)[12] Physics engine comparison Multiple simulators, including
MuJoCo

No No Supports simulator choice, but does not
evaluate controllers.

Proposed study PID, PPO, A2C, SCR-PPO, SAC,
TD3, TAD3

MuJoCo + Gymnasium
quadcopter benchmark

Yes Yes Provides a standardised benchmark
with shared environment, reward,
HPO protocol, disturbance condi-
tions, and flight metrics.

Table 1: Comparison of quadcopter-control, continuous-control RL, and simulation studies relevant to the proposed benchmark.

with varying simulation environments [7]. Furthermore, these stud-
ies lack evaluating the RL results directly with PID controllers,
using domain specific flight metrics and not theoretical RL metrics
[7]. Subsequently, it is unclear whether the observed performance
differences between algorithms reflect genuine algorithmic advan-
tages or are a result of differing experimental conditions.

3.2 Research Question
This study investigates whether RL controllers outperform a classi-
cal PID baseline for quadcopter hover stabilisation, when evaluated
under identical environment specifications. The study is divided
into two workstreams:

• Wietske: Off-policy RL methods — SAC, TD3, and TAD3
• Mathew: On-policy RL methods — PPO, A2C, and SCR-PPO

Each workstream compares its respective algorithms against
the PID baseline across three performance dimensions: control
performance, training reliability, and computational feasibility.

3.3 Research Objectives
Table 2 defines the metrics used to assess the RL methods.

4 Procedure and Methods
The project’s implementation will consist of 4 phases. Each phase
focuses on achieving the milestones required for the subsequent
phase. Phase 1 outlines the setup of the simulation environment
and the PID baseline. Phase 2 implements the RL algorithms, with
phase 3 dedicated to optimisation of hyperparameters. Finally, the
simulation runs and result gathering will be conducted in phase 4.

4.1 Phase 1: Environment Setup and PID
Baseline

This phase provides an environmental setup that enables fair com-
parisons of algorithms for the quadcopter. Due to the diversity of

Objective Metric

Hover Stability RMSE measured over the final 10 sec-
onds of a hover episode, control smooth-
ness, maximum overshoot, and attitude
oscillations reported as peak-to-peak
Euler angle amplitude

Disturbance Rejec-
tion

RMSE and attitude oscillations mea-
sured across five wind disturbance con-
ditions relative to the no-disturbance
baseline

Convergence Relia-
bility

Success rate across seeds and the con-
vergence speed in environment time
steps

Computational Fea-
sibility

Inference latency in microseconds per
control step, validated against the
250Hz-1kHz real-time control require-
ment

Table 2: Shared Research Objectives and Evaluation Metrics

RL algorithms used, it is important to consider the architecture
of the setup to ensure that one algorithm does not perform better
than the others. Implementing the controllers systematically allows
convenient swapping one for another. Implementing the PID as a
baseline also serves as a test of the environment, ensuring that all
components work cooperatively.
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Figure 1: This diagram describes the structure of the experi-
ment. Each controller implementation will interact with the
underlying simulation framework through a BaseController
API for standardisation.

4.1.1 MuJoCo Environment. MuJoCo (Multi-Joint dynamics with
Contact) is selected as the simulation framework due to its high sim-
ulation fidelity, computational efficiency, and its convex optimisation-
based solver, which ensures superior mathematical precision, mak-
ing it the preferred environment for continuous control problems
[12].

4.1.2 Gymnasium API. The Gymnasium API provides a standard-
ised interface for reinforcement learning environments by sepa-
rating agent logic from environment dynamics. By wrapping the
simulation framework in this abstraction layer, each quadcopter
controller can interact with an observation and action space in a
consistent manner. This enables direct compatibility with standard
RL libraries without exposing the underlying simulation complex-
ity.

4.1.3 BaseController API. The BaseController further abstracts
over the general Gymnasium API to conform to quadcopter experi-
ments. To ensure that each controller implementation has access
to the same number of parameters, an interface regularises the
interactions between controllers and the environment.

4.1.4 Controller implementations. The controller implementations
serve as the basis for comparison in this study. Of the six algo-
rithms to be compared, four have already been implemented in
the open-source library StableBaselines3. This allows greater focus
on implementing controllers with novel algorithms, such as PID,
TAD3, and SCR-PPO. Due to the algorithmic simplicity, the PID
controller will be implemented in phase 1 to test the framework for
further controller implementations.

4.1.5 PID Implementation. A cascade PID controller architecture
will be used, with multiple PID controllers arranged in series, with
the output of the outer control loop feeding into the inner control
loop.

4.1.6 Hyperparameter search. The Optuna framework will be inte-
grated into the tech stack to standardise hyperparameter optimisa-
tion (HPO). Optuna will ensure that performance differences can be
attributed to an algorithm’s architecture as opposed to disparities
in tuning. The specifics of the optimisation strategy and validation
process is detailed in Phase 3.

4.1.7 Simulation Specifications. To ensure algorithm comparabil-
ity, the following environment variables will be defined and frozen
before any implementation takes place: the quadcopter model’s
rigid-body dynamics, motor thrust non-linearities, and coupled
attitude behaviour. The state space of the simulation includes the
quadcopter’s position, velocity at each timestamp, and orientation.
The continuous motor thrust outputs must be normalised to ensure
consistent ranges across tests. The episode termination conditions,
such as crash detection, maximum deviation, and maximum episode
length, ensure consistent stopping conditions. Lastly, the reward
function is shared across all algorithm implementations and the
PID baseline to ensure fair comparison. A quadratic cost formu-
lation penalising attitude errors and control effort is selected for
the reward function. It produces dense, continuous reward signals
that are well-suited for both on-policy and off-policy learning, as
its mathematical properties do not inherently advantage either
learning type [17].

4.1.8 Quadcopter model. A high-fidelity quadcopter model will be
used to fully capture the quadcopter-specific flight dynamics [10].
To achieve this, the project will make use of the Crazyflie 2.0 model
from the GitHub repository, mujoco menagerie by Google Deep-
Mind. This choice allows for precise modelling of rigid-body dynam-
ics, non-linear motor thrust, and the coupled attitude behaviour
resulting from the six degrees of freedom [7]. The Gymnasium
interface will be used to maintain a consistent agent-environment
interaction protocol across all algorithms.

4.2 Phase 2: Algorithm Implementation
StableBaselines3 provided Python implementations for four of the
six algorithms being tested, with the novel algorithms (TAD3 and
SCR-PPO) requiring manual implementation. All algorithms will
be validated in an abstract MuJoCo test before their application in
a quadcopter-specific environment.

4.2.1 Off-Policy Algorithms. Off-policy methods are well-suited
to the large training volumes required for quadcopter control, as
replay buffers improve sample efficiency [7]. SAC and TD3 are
the primary off-policy baseline algorithms, having consistently
outperformed other variants in higher-dimensional continuous
tasks [14]. However, existing comparisons between SAC and TD3
lack domain-specific flight metrics and an inconsistent environment
framework, which prevents meaningful cross-study comparisons
[7].

TAD3 is included as a novel contribution that addresses the
systematic underestimation bias prominent in TD3, which, in quad-
copter control, could cause the agent to undervalue corrective ma-
noeuvres and compound drift from the target state [18]. TAD3
demonstrated promise for generic continuous tasks but has not
been evaluated in a quadcopter-specific environment, which repre-
sents the primary gap for this work stream.
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4.2.2 On-Policy Algorithms. The study also considers 3 on-policy
reinforcement learning methods: Proximal Policy Optimisation
(PPO), Advantage Actor-Critic (A2C), and Stabilising Constraint
Regularisation PPO (SCR-PPO). On-policy algorithms learn directly
from data generated by the current policy, meaning that once trajec-
tories are collected, they are generally used once and then discarded,
rather than being stored and reused. While this approach may lead
to lower sample efficiency as training progresses, this trade-off is
acceptable in scenarios where stability is the priority, such as in
dynamic environments of physics simulations.

The novel SCR-PPO algorithm builds on the PPO clipping ob-
jective. Incorporating additional stabilising constraints during the
training phase encourages safer, more stable policy behaviour. This
algorithm has been implemented in a quadcopter system to mitigate
oscillations in rotor speeds, but further comparison is required to
evaluate its performance relative to other RL algorithms.

4.3 Phase 3: Hyperparameter Optimisation
(HPO)

To ensure the validity of the comparison, each algorithm must
undergo equal hyperparameter optimisation to determine the op-
timal parameter configuration [15]. Bayesian optimisation with
Asynchronous Successive Halving (ASHA) will be implemented via
the Optuna framework. Bayesian optimisation is sample-efficient
and produces static configuration outputs, simplifying reporting
and test reproduction [19, 20]. The implementation of ASHA will
increase computational efficiency by evaluating trials at interme-
diate checkpoints and terminating poor-performing trials early,
prioritising the compute budget towards runs showing promise
[20].

4.3.1 HPO Procedure. Each trial adheres to a fixed number of train-
ing timesteps, evaluation episodes, and random seeds, with the
mean episodic reward across seeds serving as the objective metric.
An initial locally executed exploration is conducted to identify the
search space bounds for a comprehensive HPO search on a high-
performance computing cluster (see section 7.2). Each algorithm
will have an independent Optuna study for its distinct parameter
set, with jobs running in parallel to increase efficiency.

Upon completion, the top 5 configurations by mean reward for
each algorithm are re-evaluated over 5 random seeds and longer
training horizons. The configuration that achieves the highest mean
reward and lowest variance across these validation runs will be
used as the final configuration for that algorithm. This dual-stage
selection process ensures the statistically optimal configuration is
selected.

As with RL algorithms, the PID controller will undergo a struc-
tured tuning procedure. PID gain values (𝐾𝑝 ,𝐾𝑖 ,𝐾𝑑 ) are tuned using
the Ziegler-Nichols method to establish initial values, followed by a
grid search over a bounded region around the initialised values [4].
The PID tuning procedure will follow the previously mentioned
dual-staged selection process, ensuring a well-tuned controller is
created for fair comparison.

Phase 3 outputs a single validated configuration for all controller
algorithms, which will remain unmodified for phase 4’s final bench-
mark tests.

4.4 Phase 4: Final Benchmark Experiments and
Metrics

All final benchmark runs will be executed on the UCT High Per-
formance Computing Cluster, using the fixed configurations and
environment outlined in Phases 1 and 3.

4.4.1 Experimental Protocol. The algorithms will be evaluated
across a minimum of 10 random seeds per disturbance, confirmed
by a pilot statistical power analysis that will be conducted during
phase 1. This is recommended as a minimum for detecting medium
to large effect sizes [8]. The simulations will take place in a MuJoCo
environment as specified in phase 1. The quadcopter will be eval-
uated over the following five wind disturbances: no-disturbance
baseline, a low-magnitude constant wind, a high-magnitude con-
stant wind, a step gust, and a sinusoidal wind force. The specific
magnitudes will be calibrated in phase 1 to ensure the low con-
stant conditions fall in a stable operating range for the PID and the
higher magnitude conditions exceeds it operating range, to estab-
lish meaningful stress test for the RL algorithms. These conditions
are designed to represent real-world atmospheric turbulence. The
configurations and results of each algorithm’s training runs will be
documented to ensure reproducibility across seeds.

A reward sensitivity analysis will be conducted by varying the
weighting coefficients of the reward function. Confirming whether
the conclusions drawn from the benchmark tests are robust with
regard to reward formulations and not an artefact of a particular
coefficient configuration [5].

4.4.2 Evaluation Metrics. The chosen domain-specific flight met-
rics are grouped into three categories:

Solution Quality captures the precision and stability of hover
performance. Root Mean Square Error (RMSE) is the mean devi-
ation of the quadcopter’s position over the final 10 seconds of a
hover episode, measured in meters. Attitude oscillations are mea-
sured as the peak-to-peak amplitude of Euler angle variation during
steady-state hover, reported in degrees. Additionally, the control
smoothness and maximum overshoot will be measured to assess
rotor noise and tracking precision [7, 13].

Convergence Reliability measures the consistency of training out-
comes across seeds. Success rate is the proportion of seeds that
complete a full episode without triggering an early stopping condi-
tion, such as the maximum deviation threshold. Convergence speed
is determined by the number of environment time steps required to
achieve and maintain a reward above a defined threshold for consec-
utive windows. As noted in section 7.1 Risk 7, the structural sample
inefficiency of on-policy methods calls for the separate evaluation
of on-policy and off-policy methods to avoid bias [8].

Computational Overhead captures inference latency and mem-
ory footprint. Inference latency is measured as the time it takes
to produce a single control output, reported in microseconds per
control step. The latency of a controller has to fall below the maxi-
mum allowed bounds of 1000 to 4000 microseconds per control step
[7]. Any algorithm exceeding the threshold is flagged as computa-
tionally infeasible for real-world applications, regardless of flight
performance.
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5 Ethical, Professional and Legal Issues
This project raises no significant ethical concerns as it is conducted
entirely in a simulation environment, with no human participation,
physical materials or external datasets. The source code will be
made openly available via GitHub to promote reproducibility, how-
ever, no guarantees against dual-use of findings can be provided.

6 Anticipated Outcomes
This project will produce both a research contribution and a soft-
ware framework to support further research and experimentation
in reinforcement learning for quadcopter stabilisation controls.

6.1 Research
The project will focus on comparative insights into the performance
of various RL algorithms for stabilising a quadcopter under simu-
lated conditions. These insights allow for broad comparison of the
properties and the trade-offs that occurred.

It is anticipated that a significant contribution to these insights
will come from comparing on-policy and off-policy algorithms.

6.2 System
The outcome will also produce a modular reinforcement learning
framework for quadcopter control. The broad study of multiple
RL algorithms (PPO, A2C, TD3, etc.) necessitates a research flow
that is both consistent and flexible for future RL algorithms. The
architectural design of the framework will follow SOLID design
principles, ensuring that researchers can easily design their own
RL algorithms and integrate them into the framework.

6.3 Expected impact of the research
The research conducted in this study aims to achieve two objectives:
a broad comparison of data-driven techniques for quadcopter stabil-
isation, and a standard of comparison between current and future
data-driven algorithms. The study aims to break away from many
prior studies and, instead of focusing deeply on a few data-driven
algorithms for quadcopter stabilisation, provides a broad overview
of each algorithm’s performance in a standardised environment.

While comparing the algorithms will provide a holistic overview,
the approach taken in this study can be generalised to other imple-
mentations of the controller for quadcopters. The comparison of the
algorithms, therefore, not only serves to inform the performance
of each implementation but also presents an opportunity to build
a framework for consistently implementing each controller. This
resource is useful in research scenarios, where experimentation
with variations of algorithms can be applied to the same framework
in a consistent manner. In addition, a standard framework enables
more comprehensive cross-study analysis for studies that use it.

6.4 Key success factors
This study acts as a union between control theory and reinforce-
ment learning. As such, the success factors used to evaluate it are
multi-dimensional:

(1) Tracking Error: how closely the quadcopter follows a de-
sired position or attitude setpoint.

(2) Settling time: how quickly the quadcopter recovers stability
after a disturbance.

(3) Reward convergence (RL): cumulative reward increasing
and stabilising over episodes.

(4) Computational overhead: how demanding of processing
power the controller implementations are.

It is therefore important to select factors that, while they individ-
ually describe a property of the experiment, collectively describe the
reality under which these systems are evaluated when considering
them for applications.

7 Project Plan
The project plan outlines the potential risks, mitigation strategies,
milestones, deliverables, work allocation and the proposed timeline
for this project.

7.1 Risk Assessment and Mitigation
Listed below are the potential risks that the project is most suscep-
tible to, accompanied by proactive mitigation strategies.

1.Shared Environment Specification Drift
Impact: Different simulation environment specifications
leading to incomparable results across algorithms.
Mitigation: Create a shared environment specification doc-
ument requiring agreement from all parties to edit.

2. Limited TAD3 and SCR-PPO Documentation
Impact: Unavailability of open-source quadcopter-specific
TAD3 and SCR-PPO algorithms threatens the feasibility of
implementation.
Mitigation: Failure to implement TAD3 or SCR-PPO will
lead to omitting the algorithms from the evaluation, as the
other comparisons will still constitute a meaningful research
contribution.

3. Unavailability of a Team member
Impact: Delayed timeline and the loss of either on or off-
policy experimentation.
Mitigation: Develop a shared PID implementation and sim-
ulation environment as early as possible and shift the scope
of the comparison to only include one learning type.

4. Poor Reward Function Design
Impact: The exploitation of reward loopholes produces high
scores but may negatively impact the flight behaviour, void-
ing the domain-specific evaluation metrics.
Mitigation: Design and test the reward functions against
the PID baseline. If the PID can’t achieve reasonable rewards,
there is an inherent flaw.

5. Project Timeline Overrun
Impact: Rushed evaluations compromise the results and the
statistical validity of the conclusion.
Mitigation: Focus efforts on pre-defined minimum viable
project requirements, prioritising quality of evaluations as
opposed to quantity of algorithm implementations.

6. Hyperparameter Sensitivity Producing Misleading Results
Impact: Performance differences may reflect tuning efforts
rather than true algorithmic performance, undermining the
benchmarking frameworks.
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Mitigation: Use a standardised hyperparameter search pro-
tocol for all experiments, combined with multiple random
seeds to ensure independence between tuning and perfor-
mance.

7. On-Policy Sample Inefficiency Causing Asymmetric Train-
ing Costs
Impact: PPO andA2C require more environment interaction
to converge than off-policy methods, making fair compar-
isons difficult given time and computational limitations.
Mitigation: Account for this asymmetry, presenting met-
rics that are not biased towards off-policy algorithms like
convergence time.

8. HPC Queue Delays
Impact: Extended HPC queue wait time delays training runs
in phases 3 and 4, threatening the start of Phase 5.
Mitigation: The availability of local machinery will serve
as a fallback for smaller seed count runs.

7.2 Resources Required
The following computational and software resources are required
to successfully implement a comprehensive evaluation.

7.2.1 Computational Resources. The development and testing of
the simulation environment and algorithmic setup require local
machines to have the following recommended specifications. GPU
with 8GB VRAM to handle large batch sizes, 16GB of RAM to
store replay buffers and enable parallelisation of training runs.
The MuJoCo physics solver runs solely on the CPU; 6+ cores are
required to sustain suitable data throughput. The final multi-seed
benchmarking test is larger in scale and requires 40GB VRAM per
GPU to provide headroom for multiple seeds running on each node.
Due to parallel execution on a node sharing memory, 64GB of RAM
is required for efficient parallelisation, along with 8-16 cores per
CPU. We have identified the UCT High Performance Computing
Cluster (HPC), specifically the A100 or L40S GPU partitions [3], to
be sufficient for the final simulation runs. Access has been requested
for UCT HPC use and is pending approval.

7.2.2 Software Resources. The proposed research relies on a set of
open-source software tools. GitHub version control will be used
[1], alongside cloud-hosted storage for experiment data to man-
age, track, and store data. MuJoCo will be used for the physics
simulation [2], paired with Stable Baselines 3 and Optuna for RL al-
gorithm implementation and parameter optimisation, respectively.
The Docker container framework will be used to make the source
code executable via SLURM on the University of Cape Town HPC
[3], ensuring that the local setup environment matches the HPC
environment and ensuring reproducibility. The data visualisation
will require statistical analysis and visualisation libraries.

7.3 Timeline
The project timeline (Gantt Chart) is included in Appendix A, and
is split into phases as described in section 4.

7.4 Deliverables
The deliverables that are due throughout the lifetime of the project
are listed in Table 3 accompanied by the due dates.

Deliverable Due Date (2026)

Project Proposal Draft 24 April
Project Proposal Presentation 28–30 April
Project Proposal Final Submission 5 May
Project Progress Demonstration 27 July
Project Paper Scaffold 10 August
Full Draft of Final Paper 24 August
Project Paper Final Submission 4 September
Code Final Submission 14 September
Final Project Demonstration 16–23 September
Poster 28 September
Website 5 October

Table 3: Project Deliverables and Due Dates

7.5 Milestones
The internal milestones in Table 4 mark key artefacts produced in
each phase.

Phase Milestone Description

1 PID Stable Hover Con-
firmed

PID implemented and validated
as a reliable performance base-
line

1 Environment and Re-
ward Frozen

MuJoCo environment and re-
ward function confirmed to pro-
duce valid simulations

2 All Algorithms Stable SAC, TD3, TAD3, PPO, A2C and
SCR-PPO validated on bench-
mark tasks and quadcopter en-
vironment

3 All Configurations Iden-
tified

Optimal hyperparameter con-
figurations identified for all al-
gorithms via Bayesian search

3 Progress Demonstra-
tion

All algorithms implemented
and tuned, ready for final bench-
mark runs

4 All Results Collected Multi-seed HPC benchmark
runs completed and docu-
mented for all algorithms

4 Statistical Comparisons
Completed

Results analysed and conclu-
sions drawn across all algo-
rithms and disturbance condi-
tions

Table 4: Project Milestones

7.6 Work Allocation
Thework allocation in Table 5 is structured to remove co-dependence
between group members and their work.

8 AI usage statement
Claude (Anthropic) was used as a generative AI tool during the
preparation of this proposal. Its use was strictly limited to the
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Partner Responsibilities

Both MuJoCo quadcopter simulation setup and
specifications, baseline PID implementation,
reward function and evaluation framework
design, HPC configuration for test runs, sta-
tistical analysis of the PID results

Wietske Implementation and benchmarking of off-
policy algorithms SAC, TD3, and TAD3, im-
plementation of a custom TAD3 algorithm

Mathew Implementation and benchmarking of on-
policy algorithms PPO and A2C, SCR-PPO,
implementation of the SCR-PPO algorithm

Table 5: Work Allocation

purposes permitted under the assignment guidelines. Specifically,
Claude was used to provide critical feedback on argument struc-
ture, identify weaknesses in sections, and suggest improvements to
clarity and organisation across all sections of the proposal. Claude
was also used to assist with planning the methodology, risk assess-
ment, and project plan sections, and to provide feedback on the
appropriate level of technical detail for the project proposal.

All writing in this proposal was produced by the authors. AI-
generated suggestionswere critically evaluated, substantially rewrit-
ten, and adapted before inclusion. No AI-generated text was copied
directly into the document. The final content, arguments, and deci-
sions reflect the authors’ own understanding and judgment.
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