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Abstract
Panksepp’s Theory of Affective Neuroscience identifies PLAY as a
distinct, sub-cortical primary-process emotion, but no prior work
has targeted PLAY elicitation in Virtual Reality (VR). This paper
adapts an existing affective virtual environment (VE) design frame-
work to incorporate Pankseppian theory, decomposing PLAY into a
high valence-arousal-dominance (VAD) profile together with a qual-
itative requirement for social, reciprocal interaction. The framework
is instantiated in an Apple Interaction VE, in which a participant
and a squirrel-like non-playable character (NPC) freely throw and
retrieve apple-like objects with no imposed goal. Twenty-five partic-
ipants completed the environment, with subjective measures taken
at three points, before any VR exposure, after a neutral tutorial,
and after the affective environment, allowing changes attributable
to VR in general to be separated from changes attributable to the
target environment specifically. Relative to the pre-VR baseline,
valence, arousal, PANAS-X joviality, and self-reported PLAY (via
the Affective Neuroscience State Scales, ANSS) all increased sig-
nificantly; however, this rise was concentrated in the transition
into VR generally rather than the transition into the Apple environ-
ment specifically, and self-reported dominance showed no reliable
change across any of the three stages once the pre-VR baseline
was included. Presence and co-presence were significantly above
their scale reference points, whereas social presence was not, and
arousal did not exceed a pre-defined high threshold. Behavioural
data showed no decline in engagement over time, and the propor-
tion of participant-initiated interactions, rather than raw interaction
volume, correlated significantly with self-reported PLAY. These re-
sults offer partial, and more conservative than initially estimated,
evidence that the adapted framework can support PLAY elicitation
in VR, and point to participant initiative, rather than engagement
volume or dominance ratings, as the more informative design and
measurement target going forward.
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1 Introduction
Emotions shape how people think, remember, and act, and under-
standing them experimentally requires being able to reliably bring
a target emotion about in a controlled setting, a process gener-
ally called emotion elicitation [8]. Two broad traditions dominate
this work. Discrete models treat emotions as a small set of distinct
CSC Honours Project, Cape Town, South Africa
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categories (e.g. joy, fear, anger); dimensional models instead place
any emotional state on continuous scales, most commonly valence
(how pleasant or unpleasant an experience feels), arousal (how
energised or calm it feels), and dominance (how much control over
the situation it feels like one has), together abbreviated VAD. Jaak
Panksepp’s Theory of Affective Neuroscience offers a third, biolog-
ically grounded account, proposing that mammals possess a small
number of innate, sub-cortical emotional circuits. Among these is
PLAY: a non-serious, highly pleasurable form of back-and-forth
interaction with another agent that does not require higher (neo-
cortical) reasoning to occur, and is therefore classed as a primary-
process emotion, closer to a built-in reflex than a reasoned response
[29–31].

Historically, emotions have been elicited using static images, film
clips, or autobiographical recall, methods in which the participant
remains a passive observer of content shown to them. This limits
the ecological validity of the resulting state, i.e. how well it resem-
bles the emotion as it actually occurs in the real world, and makes
such methods poorly suited to an inherently interactive emotion
like PLAY [8]. Active techniques, of which Virtual Reality (VR) is
the most immersive available example, instead let the participant do
something, and tend to produce more intense, embodied emotional
responses [34, 38]. Two properties of VR are central to this effect.
Agency is the degree to which the participant’s own actions mean-
ingfully change what happens in the environment, rather than the
environment unfolding regardless of what they do. Presence is the
subjective sense of “being there”, of the virtual environment (VE),
a computer-generated scene the participant experiences as if phys-
ically inside it, feeling real rather than merely watched. Because
PLAY specifically requires ongoing, embodied engagement with
another agent (in this context, a computer-controlled character, or
non-playable character, NPC, that a participant can interact with),
VR is a plausible medium for eliciting it; yet, to our knowledge,
no existing VR study has specifically targeted PLAY as a distinct
neurobiological system rather than a generic positive, high-arousal
state.

Two further, compounding problems motivate this paper’s ap-
proach. First, existing frameworks for designing affective VEs are
built around dimensional or discrete emotion models and do not en-
code the reciprocal, role-reversing interaction that defines PLAY: a
VE built only to hit a target VAD region cannot be assumed to elicit
PLAY specifically, since other high-valence, high-arousal states,
such as SEEKING (Panksepp’s term for appetitive, exploratory
drive), occupy much the same region of VAD space. Second, exist-
ing self-report and physiological instruments were not designed to
isolate PLAY: the Self-Assessment Manikin (SAM), a widely used
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pictorial VAD rating scale, and similar instruments cannot distin-
guish PLAY from other high-arousal positive states, and physio-
logical signals such as heart rate indicate general arousal rather
than any one specific emotional system. Consequently, even a well-
designed PLAY-oriented VE cannot be convincingly validated using
any single existing measure, motivating both a design framework
that explicitly encodes PLAY’s qualitative, social character, and
an evaluation approach that triangulates across several imperfect
measures rather than relying on any one of them.

This paper addresses that gap by adapting Dozio et al.’s affective
VE design framework [12] to incorporate Pankseppian theory, and
by applying it to the design of a single VE: an Apple Interaction
environment in which a participant and a squirrel-like NPC engage
in open-ended, reciprocal object play, with no score, timer visible
to the participant, or externally imposed goal. The environment
and framework are evaluated against the following questions:

(RQ1): To what extent does a VE specifically designed to target
PLAY successfully elicit this primary-process system?

(RQ2): What design elements are required to afford PLAY behaviours,
such as reciprocity, role reversal, and non-serious engage-
ment, in VR?

(RQ3): Can triangulation of self-report, presence, and behavioural
measures infer state-level PLAY activation?

The remainder of this paper reviews the theoretical and empirical
background needed to situate these questions (Section 2), presents
the adapted Pankseppian design framework and its implementation
in the Apple Interaction VE (Section 3), describes the experimental
design used to evaluate it (Section 4), and reports (Section 5) and
discusses (Section 6) the resulting evidence for PLAY elicitation
before concluding (Section 7).

2 Related Work
2.1 Foundations: Emotion Theories and Virtual

Reality
Before turning to work specific to VR and PLAY, it is useful to fix
a small amount of shared vocabulary, since the remainder of this
paper draws on several adjacent but distinct traditions. As intro-
duced above, discrete and dimensional models offer two established
ways of describing an emotional state; Panksepp’s affective neuro-
science offers a third, arguing that a handful of primary-process
systems, PLAY among them, are built into the mammalian brain
below the level of conscious appraisal [27]. These three traditions
are not mutually exclusive: a state can simultaneously be described
by which primary-process system is active, where it falls on VAD,
and what discrete label a person might give it, and this project
uses all three descriptions at different points, dimensional VAD
to specify design targets (Section 3), and both discrete labels and
Pankseppian systems to interpret results (Sections 5 and 6).

Within VR specifically, presence and agency, introduced above,
are the two properties most consistently linked to how strongly an
emotion is felt [34]. A further property, immersion, refers to the
objective, technical capacity of a VR system to isolate the senses (e.g.
a head-mounted display blocking out the physical room), which is
a precondition for, but conceptually distinct from, the participant’s
subjective sense of presence: a technically immersive headset does

not guarantee that any given participant will feel present in the
specific scene it displays [34]. With this vocabulary established, the
remaining three subsections review, in turn, why VR is an effective
elicitation medium generally, how affective VEs have previously
been designed, and how emotion has previously been measured
in this context, each closing on the specific gap left open for a
Pankseppian, PLAY-targeted VE.

2.2 VR as an Active Elicitation Medium
VR is consistently found to be a more effective medium for con-
trolled emotion elicitation than 2D displays or 360-degree video,
producing higher arousal, presence, and positive affect [24], and
VR-elicited responses are comparable in intensity and temporal pat-
tern to real-world experiences [7, 35]. This efficacy is grounded in a
bidirectional relationship between presence and emotion: emotion-
ally charged environments increase presence, and higher presence
in turn amplifies the resulting arousal [14, 34]. This bidirectionality
matters for design, since it implies that simply making an envi-
ronment more immersive is not sufficient on its own; the content
experienced once present must itself carry the intended emotional
signal. Interactive VR further outperforms passive viewing, an effect
that is itself mediated by presence [4, 47], and comparative work
across delivery formats finds a consistent gradient in which fully
interactive VR outperforms 360-degree video, which in turn outper-
forms conventional 2D video, on measures of presence, enjoyment,
and emotional engagement [46]. Taken together, this establishes
VR, and specifically interactive VR, as an appropriate platform for
investigating an inherently active, primary-process emotion such
as PLAY, rather than a merely visually rich one.

2.3 Designing Affective, Social Virtual
Environments

Design choices in a VE directly shape the emotion it elicits. Dozio
et al. [12] formalised a four-layer methodology for affective VE
design, validated across ten VEs, in which semantic (thematic),
sensory, and interactive elements are each selected to target a spe-
cific VAD region; consistent with this, other work identifies theme,
colour, lighting, sound, and haptics (touch-based feedback) as cen-
tral levers for shaping emotional response [14, 18, 19, 39]. However,
this and comparable frameworks have only been validated against
dimensional or discrete emotion targets: none incorporate recipro-
cal social interaction or role-reversal, the behavioural signatures
of PLAY, and their “interactive” layer emphasises user control over
the environment (e.g. moving objects, solving a puzzle) rather than
social reciprocity with an agent that itself has its own initiative.

Separately, VR research on social and collaborative interaction
shows that a cooperative, agent-based companion enhances social
presence and positive affect [10, 33, 44], particularly when the com-
panion is a stylised, non-human character rather than a realistic
human avatar [11], whereas an evaluative, rather than collaborative,
agent (one that appears to be judging the participant’s performance)
can reduce positive affect [41]. Active, agent-directed tasks also
produce a wider spread of arousal responses than passive view-
ing [45]. Yet this literature, like the design frameworks above, is
almost uniformly task- and goal-oriented, e.g. escaping a room
or completing an objective together, which is incompatible with
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PLAY’s autotelic character, meaning an activity pursued for its own
sake rather than towards an external goal. Taken together, this
body of work establishes VR and reciprocal agent interaction as
promising ingredients for PLAY elicitation, but leaves open how
they should be combined and evaluated for a Pankseppian, rather
than dimensional or goal-directed, emotional target, the gap this
paper addresses.

2.4 Measuring Emotion in VR
Self-report instruments dominate affective VR evaluation but are
poorly suited to isolating state-level PLAY. The SAM [5] conflates
PLAY with SEEKING within the same high-valence, high-arousal
region of VAD space; the PANAS-X Joviality subscale, part of the
broader Positive and Negative Affect Schedule [43], reflects posi-
tive engagement generally rather than PLAY specifically; and self-
report more broadly is susceptible to demand characteristics (partic-
ipants unconsciously answering in the way they believe is expected
of them) and other cognitive biases [20, 38]. Presence and social-
presence instruments, such as the iGroup Presence Questionnaire
(IPQ) [36] and the co-presence and social-presence subscales of
Nowak and Biocca [25], capture the sense of “being there” and
of interacting with a social other, respectively, but are explana-
tory rather than direct measures of PLAY itself: high presence tells
us the experience felt real, not that it felt playful. No existing self-
report instrument was designed to isolate PLAY from other positive,
high-arousal states, which motivates the multimodal, triangulated
evaluation approach, combining several such imperfect measures
with objective behavioural logging, adopted in this paper.

3 Design
An affective VE design framework is, at its core, a recipe for turning
a target emotion into concrete choices about what a participant
sees, hears, and can do inside a VE. This section first presents the
theoretical framework used to translate Pankseppian PLAY into
such choices, then describes how that framework was instantiated
in the Apple Interaction environment evaluated in this paper.

3.1 A Pankseppian Design Framework for PLAY
Panksepp describes the emotion system as a three-tier hierarchy
(Figure 1): a primary sub-cortical system, including PLAY and
the other Pankseppian emotions, which operates automatically
and does not require conscious thought; a secondary system of
learned associations, in which previously neutral stimuli come to
reliably trigger a primary emotion because they have repeatedly
co-occurred with it; and a tertiary system of reflective, cortical ap-
praisal, roughly corresponding to conscious, deliberate emotional
reasoning. These three tiers are related by a bidirectional cascade,
in which activation at any one level eventually triggers the others
[30, p. 73].

This hierarchy determines which route is available for eliciting
PLAY in VR. Direct, primary-level (route one) elicitation of PLAY re-
quires physical social contact and is therefore not possible through
a headset and controllers. Reflective, tertiary-level (route three)
elicitation is also unsuitable, since PLAY consists of instinctual
responses to a rapidly changing environment rather than deliber-
ate reasoning about it [31]. This leaves route two: activating the

Tertiary Emotional System
Reflective thinking, rumination

Secondary Emotional System
Learned associations between external stimuli and primary

emotions

Primary Emotional System
Pankseppian emotions, including PLAY

Bottom-up cascade Top-down cascade

Bottom-up cascade Top-down cascade

Route 1
Present circumstance

directly activates
PLAY

Route 2
Stimulus association
activates secondary

level

Route 3
Reflection or

rumination activates
tertiary level

direct activation

entry point

entry point

Figure 1: Panksepp’s three-tier emotional hierarchy (primary,
secondary, tertiary systems), redrawn from Panksepp and
Biven [30, p. 73].

secondary, learned-association layer with in-VE assets that par-
ticipants already associate with playful behaviour (e.g. throwing
objects back and forth with a responsive companion), from which
activation cascades down to the primary PLAY system and, even-
tually, back up to the tertiary, dimensional level. This last step is
what licenses the use of a dimensional design tool at all: because
a triggered primary emotion is expected to eventually cascade up
to the tertiary level, Dozio et al.’s VAD-based affective VE design
framework [12] can be used to indirectly target PLAY, provided the
selected design elements also carry the correct VAD profile.

PLAY is decomposed into a fast-paced, highly pleasurable, back-
and-forth interaction in which each participant continuously re-
shapes and responds to the other’s actions. This corresponds to high
valence, high arousal, and, since the participant continuously in-
fluences the shared environment, high dominance. Following prior
VAD-based research, the continuous [−1, 1] VAD scale is divided
into three equal low/medium/high intervals [21], giving a target
interval of [0.33, 1] on each dimension. Because this VAD profile
alone cannot distinguish PLAY from other positive, high-arousal
states such as SEEKING, it is paired with a qualitative requirement,
drawn directly from Panksepp’s account of PLAY, that the interac-
tion be social and reciprocal in nature. This qualitative requirement
is enforced through affective framing: the semantic and sensory
content of the VE must not only carry the correct VAD ratings,
drawn from the International Affective Picture System [6], but
must also depict an ongoing, back-and-forth exchange with an NPC
rather than a solitary high-arousal activity.

Because secondary-level activation additionally requires the in-
VE stimulus to closely resemble its real-world conditioning stimulus,
presence is treated as a design requirement rather than an incidental
benefit. Presence is decomposed into immersion, agency, affective
content quality, and uniformity of experience (consistency of visual
and sensory style throughout, so that no single jarring element
breaks the sense of being in one coherent place) [34], and each
subcomponent is targeted at a specific stage of the design process:
affective content quality through the affective framing described
above, uniformity of experience through consistent semantic and
sensory elements, agency through the interactive layer, and immer-
sion through the fidelity of the VR hardware itself. Combining the
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VAD and qualitative decomposition of PLAY with this presence-
optimisation strategy yields the adapted, Pankseppian affective VE
design framework used to design the environment described below
(Figure 2), instantiated for PLAY specifically in Figure 3.

Semantic

Dynamism

Interactive

Arousal

Valence

Dominance

Emotion
VAD

Qualitative

Affective
Framing

Visual Olfactory

Auditory Tactile

Key:

Affective Content

Agency

Uniformity of Experience

Figure 2: Adapted Pankseppian affective VE design frame-
work, extending Dozio et al. [12] with a qualitative social-
reciprocity component and explicit presence optimisation.

3.2 Environment Architecture and
Implementation

The framework above was instantiated in the Apple Interaction
VE (Figure 3), built in Unity using the XR Interaction Toolkit and
OpenXR and structured as two scenes.

The tutorial scene, called VE_Tutorial, onboards the participant
on the project’s XR rig, i.e. comfort-hop locomotion (a short, low-
motion hop rather than continuous walking, chosen to reduce cy-
bersickness, discussed below), and grabbing and throwing, driven
by a step-based component called TutorialManager and a project-
specific bridge component that binds these steps to the rig and loads
the main scene on completion. Settings established here, including
one of twelve hand skin tones chosen from a palette, persist into
the main scene. The main scene, called Final, is a fixed 7.5-minute
open-play session in a circular woodland meadow centred on a
single large tree. A component called PlayEnvironmentBootstrap
auto-wires the world, session timer, squirrel, apple manager, and
logging systems. When the session timer elapses, the music fades,
the scene fades to black, and locomotion is disabled.

Locomotion was deliberately comfort-oriented rather than free-
roaming, using a short blink-hop in the participant’s look direc-
tion, with movement clamped to the meadow boundary, in order
to reduce the risk of cybersickness (VR-induced nausea and dis-
orientation) [32, 37] without resorting to a less embodied point-
and-teleport arc. Grabbing and throwing are performed with the
index trigger on objects built with the XR Interaction Toolkit’s
grab interactable components. Apples are spawned in two ways:
loose apples on the ground, capped at five and respawned at fixed
meadow points as the pool drops below three, and apples growing
on the tree itself, which detach into physics objects once grabbed.
Both apple types use a custom shader that I created specifically for
this project, together with star-particle sparkle effects (Figure 6),
and use a single customisable material so that the apple’s colour
can be changed; three colour presets were made for the study. The
meadow’s grass similarly uses a custom shader I wrote, but its wind
motion was removed to optimise performance (frame rate increased
considerably after this change).

The squirrel NPC (Figure 5) is a NavMesh agent (an AI-controlled
character that navigates the meadow’s walkable surface automat-
ically) driven by a finite-state machine with a lightweight mood

model tracking “playfulness” and “tiredness”, which scale its move-
ment speed and bias its behaviour over the session. Its sensors track
the participant’s distance and idling together with the trajectory
and hit volume of thrown apples, and its behaviour includes idling
and wandering, offering an apple, chasing and catching thrown or
loose apples with a catch style that varies by the apple’s height
and side of approach, holding an apple before offering, evading in
a keep-away pattern, dropping or throwing it, reacting to being
thrown at (catching, dodging, a startle, a playful trip, or a taunt),
watching the participant, and, uniquely to the squirrel rather than
the participant, climbing the tree to perch and drop or toss apples
from above. Participant-side tree-climbing was attempted in an
early build via a chain of overlapping capsule colliders along the
trunk, since the scaled tree mesh itself was unsuitable for climbing
collision, but this remained unreliable and was non-functional for
participants throughout data collection; the tree therefore served
participants as a visual and social anchor rather than a climbable
object, a limitation discussed further in Section 6. Expressive face
textures, hand-drawn by me in Procreate, swap to reflect the squir-
rel’s mood, gaze direction, and blinking, and its animator drives
correspondingwalk/run, carry, catch/throw, climb, hit-reaction, and
cheer animations; its vocalisations are pitch- and volume-jittered
according to its current mood state. Audio more broadly consists of
two-dimensional background music and ambience loops with apple
impact sounds, all of which fade out softly at the end of the session.
Throughout the session, logging managed by this same component
writes discrete behavioural events, 10Hz continuous pose and state
data, and session metadata (proximity, following, idling, ignored
offers, keep-away episodes, throws, and hand-off transfers) to CSV
for later analysis; this logging is observation-only and does not alter
gameplay, and Section 4.4 gives the precise operational definition
of each logged indicator used in the analysis.

3.3 Sensory and Interaction Design Rationale
Each sensory and interaction choice abovewas treated as an affective-
design hypothesis, intended to make the session feel safe, energetic,
cheerful, and socially engaging rather than merely realistic, and
each is grounded in prior VR and affective-computing findings
rather than aesthetic preference alone.

The natural, open woodland setting follows evidence that nat-
ural virtual environments produce more positive cognitive and
affective responses than urban ones [23] and that immersion in
greenery, woodland, and semi-natural grassland is a recognised
design element for positive virtual environments [39]. The open,
circular, unobstructed meadow, together with daytime lighting,
was likewise chosen for its association with openness, safety, and
pleasantness, and to avoid the overly restrictive movement and
threatening forms that the same guidelines advise against [39]. The
custom grass shader was written specifically to give the environ-
ment a soft, non-abrasive visual texture, consistent with evidence
linking soft and fuzzy textures to warmth, serenity, and joy [39].
The three apple colour presets were chosen to include warm, satu-
rated hues, since bright colour is associated with joy in the same
guidelines [39].

The background music loop was selected at a moderate-fast
tempo, since faster tempo and major tonality are associated with



Using Virtual Reality to Elicit the PLAY Emotion CSC Honours Project, 2026, Cape Town, South Africa

Semantic
Forest, Fun, Nature,

Play

Dynamism
Role reversal: tossing and

catching.

Interactive
User interacts with the apples

(picking up or tossing).

Arousal:
High

Valence:
High

Dominance:
High

PLAY
Affective Framing

Playing with apples in a
forest clearing.

Visual: Green grass and trees, blue skies
with big white clouds. Yellow and bright

colors. Smooth or soft textures.

Auditory: Fast music tempo. High-pitched
staccato sound effects (boings, pings, bubble

pops). Virtual agent giggling.

Tactile: Rumble feedback for manual
interactions

V: High
A: High
D:High

Social,
Reciprocal

Figure 3: Apple Interaction VE design, following the adapted framework in Figure 2.

Figure 4: The Apple Interaction environment in session.

Figure 5: The squirrel NPC model in Blender.

Figure 6: The apple prefab, with its custom shader, sparkle
particle effect, and customisable material.

judgements of greater happiness [15]. This pairing of music with
ambient outdoor sound follows a VR park study in which the pres-
ence of any sound increased presence relative to silence and music

was more effective than a nature soundscape at inducing an in-
tended emotion [16], and closely mirrors the strongest existing
precedent for this design, a VR joy-induction study that combined
a cheerful tune with birdsong and chimes in a grassy park and tree
grove [4]. Short, bright, high-register NPC sounds follow evidence
that faster, higher-register sounds are perceptually associated with
brighter, more energetic qualities in music [2].

The squirrel’s mood-linked vocal pitch and volume jitter, and its
hand-drawn, swappable facial expressions, are intended as social
rather than purely decorative cues: expressive behaviour, gaze, and
vocal intonation are known to make virtual agents more believ-
able and socially meaningful [42], and pitch and timbre specifically
contribute to how happy or pleasurable a voice is judged to be
[26]. This framing treats the squirrel’s apparent amusement and re-
sponsiveness as social reinforcement for the participant’s own play
behaviour, consistent with virtual-pet research in which respon-
sive, emotionally expressive animal behaviour, including bringing
an object to the player, helped initiate and sustain engagement
[17]. Tactile feedback on grab and catch events, which related work
suggests can increase presence and a sense of emotional connec-
tion to a responsive virtual animal [17, 22], was considered but not
implemented in the final build: informal observations I recorded
during the experimental sessions described hand-controller haptics
as distracting rather than engaging in this particular environment,
and this was treated as a deliberate design decision rather than an
oversight, though it may be a possible change for future iterations.
As with other unverified observations from data-collection sessions
reported later in this paper, this single design-time observation
should be treated as suggestive rather than conclusive, and would
benefit from a systematic follow-up (e.g. a controlled A/B compari-
son of haptic and non-haptic builds) before being generalised.

4 Experimental Design
This experiment evaluates whether the Apple Interaction VE, as
designed in Section 3, elicits PLAY, and whether the resulting sub-
jective, presence, and behavioural measures agree with one another.
Subjective measures were collected at three points: before any VR
exposure (pre-tutorial), after the neutral tutorial VE (post-tutorial),
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and after the Apple Interaction VE itself (post-affective). This three-
stage design, rather than a single pre/post comparison, was adopted
specifically so that the pre-tutorial (initial) questionnaire could be
used as a genuine, no-VR-exposure baseline in the statistical analy-
sis, separating any general effect of simply entering VR (captured
by the pre-tutorial to post-tutorial change) from any effect specific
to the Apple environment (captured by the post-tutorial to post-
affective change); Section 4.5 details how this is tested. Unlike in
the project proposal, this evaluation does not include physiological
(ECG or GSR) measures: these were removed from the final proto-
col, both to reduce session length and setup burden and because
physiological arousal alone cannot distinguish PLAY from other
high-arousal states, so their absence is compensated for by the
additional ANSS and behavioural measures described below.

4.1 Ethics
This study received ethical clearance from the University of Cape
Town Inter-Faculty Human Research Ethics Committee (IFHREC),
IFHREC/02979/2026. Informed consent was obtained from all par-
ticipants prior to any involvement; the consent process outlined
the general VR-related risks (see below), the study procedure, and
participants’ right to withdraw at any time without consequence.
The specific emotion under investigation, PLAY, was not disclosed
to participants in order to avoid response bias; participants were
told only that the study concerned their experience of a VR envi-
ronment. This constitutes a mild form of deception by omission,
since disclosing the true target emotion in advance would plausibly
bias participants toward performing, rather than spontaneously
exhibiting, playful behaviour, undermining the validity of the very
measures used to detect it. This omission was judged minimal-risk,
since no participant was misled about anything that could affect
their safety, comfort, or willingness to take part, and it was fully ad-
dressed at debrief: participants were told the study’s actual purpose,
given the opportunity to ask questions, and offered the chance to
withdraw their data after learning this, none of whom chose to do
so. Key VR risks addressed in the consent process were cybersick-
ness and post-exposure fatigue [37], whose likelihood is known to
correlate with a prior history of motion sickness or migraines [32].
All data was stored securely in accordance with the Protection of
Personal Information Act (POPIA) and the ACM Code of Ethics.

4.2 Participants
Participants exclusion criteria comprised existing psychiatric dis-
orders, chronic stimulant use, a Beck Depression Inventory (BDI)
score above 20 [3], and a history of motion sickness. Each crite-
rion targets a specific, identifiable threat to the validity of a PLAY-
elicitation claim rather than being a generic precaution. Existing
psychiatric disorders and depression (indexed by the BDI) are ex-
cluded because both are independently associated with reduced
expression of social play behaviour [29, 31]: including such par-
ticipants would risk a false negative, in which the environment
is capable of eliciting PLAY but a participant’s baseline emotional
state suppresses the behavioural and subjective signal regardless.
Chronic stimulant use is excluded for a related reason, since psy-
chostimulant medication is likewise linked to reduced playfulness
[28], and its presence would introduce an uncontrolled source of

Table 1: Experimental procedure for the Apple Interaction
VE.

Activity Duration Notes

Consent &
pre-tutorial
questionnaire

10 min Baseline, before any VR
exposure

Headset fitting &
Tutorial VE

5 min Baseline navigation and
interaction

Post-tutorial
questionnaires

5 min SAM, PANAS-X, ANSS, IPQ

Apple Interaction
VE

7 min Behavioural events recorded

Post-affective
questionnaires

10 min SAM, PANAS-X, ANSS, IPQ,
Co-Presence, Social Presence

Debrief 5 min Deception disclosed; participant
may leave when ready

between-participant variance in exactly the measures this study
relies on. A history of motion sickness is excluded because it is
a known predictor of cybersickness [32], which would both raise
the ethical risk of harm to susceptible participants and confound
self-reported arousal and valence with VR-induced nausea rather
than PLAY-relevant affect. Taken together, these criteria are best
understood as protecting the study’s internal validity (by removing
known sources of measurement confound) and the wellbeing of
participants who would otherwise face disproportionate risk, rather
than as excluding any group without a specific, stated methodolog-
ical reason.

An a priori power analysis (medium effect size 𝑑 = 0.5, 𝛼 = .05,
power = .80, G*Power [9, 13]) indicated a target of 30 participants;
this environment was completed by a final sample of 𝑁 = 25 partic-
ipants, short of the planned target. No participants were excluded
post-hoc or withdrew after starting the study.

4.3 Procedure
Table 1 summarises the session structure. Participants first provided
informed consent and completed the pre-tutorial questionnaire,
then were fitted with the head-mounted display before completing
the neutral tutorial VE, immediately followed by the post-tutorial
questionnaire battery. Participants then completed the Apple Inter-
action VE, followed by the full post-affective questionnaire battery,
before being debriefed. To minimise my own effect on participants’
behaviour as the person running each session, sessions followed a
standardised script [8].

4.4 Measures
Table 2 summarises the measures used and what each was intended
to capture; each was selected to target one part of the PLAY de-
composition in Section 3.1, or to serve an explanatory role, and
the case for why a significant result on each measure matters is
given alongside it below, since a measure is only worth including if
its outcome would actually change what can be concluded about
PLAY.
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The SAM [5] directly measures valence, arousal, and dominance,
providing the most direct test of PLAY’s VAD profile. Elevated
valence matters because pleasure is definitional to PLAY: a non-
pleasurable interaction cannot be PLAY regardless of what else is
true of it. Elevated arousal matters because it is what distinguishes
PLAY’s boisterous, fast-paced character from calmer positive states
such as CARE; without it, a positive result would be equally consis-
tent with quiet contentment. Elevated dominance matters because
it operationalises the participant’s continuous influence over the
interaction, PLAY as something one actively does together with an
agent, not something pleasant that merely happens to a passive
recipient. The PANAS-X Joviality subscale, part of the broader Posi-
tive and Negative Affect Schedule [43], was included as a validated,
independent measure of joyful positive affect that does not share the
SAM’s single-item, pictorial-scale method, so that convergence be-
tween the two reduces the chance that a valence result is an artefact
of one instrument’s particular format; testing Joviality specifically
against the next-highest subscale (surprise, in this sample) addi-
tionally rules out the possibility that the environment’s positive
effect is really an orienting or novelty response rather than joy.
The ANSS PLAY subscale is a state-level, Pankseppian self-report
instrument developed by Solms and colleagues and is, to date, de-
scribed only in an unpublished undergraduate research report [1];
it was not developed for this project, but is used here because it
is the only instrument available that asks directly about Panksep-
pian primary-emotion activation rather than a generic dimensional
or affect construct, making it, of all the measures used here, the
only one that is explicitly Pankseppian rather than adapted from
a general dimensional or affect framework; showing that PLAY
specifically, rather than its closest and most easily confused neigh-
bouring system, SEEKING, is the highest-rated ANSS subscale is the
most direct test available that the target system, and not a nearby
one, was activated. The co-presence and social-presence subscales
developed by Nowak and Biocca [25] target PLAY’s qualitative,
social-reciprocity requirement directly: co-presence asks whether
the participant experienced the squirrel as a genuine social interac-
tant rather than an inert object, which is the precondition for calling
the exchange “social” at all, while social presence asks about the
squirrel’s perceived attentiveness and engagement specifically, a
distinct question, since the squirrel’s behaviour repertoire (offering,
evading, chasing) could plausibly support a sense of another entity
being present without that entity feeling genuinely attentive to
the participant. The IPQ [36] was retained as an explanatory mea-
sure: since presence is linked to the intensity of emotion elicitation
[14, 34], low presence offers a plausible alternative explanation for
a null result on the primary measures, participants who did not
feel present were arguably never given a fair chance to feel PLAY,
rather than evidence that the framework itself failed.

Finally, behavioural indicators were logged automatically from
gameplay telemetry to provide an objective, non-self-report win-
dow onto the reciprocal exchange itself, and, since these are re-
ported in some technical detail in Section 5, their precise opera-
tional definitions are given here. Total interactions counts every
discrete apple-related event (throw, catch, pickup, offer, or hand-
off) recorded per participant across the session; interaction rate
normalises this by session duration. Participant-initiated ratio and
NPC-initiated ratio are the proportion of these events initiated

Table 2: Measures used to evaluate PLAY elicitation.

Measure Type Captures

Self-Assessment Manikin
(SAM)

Subjective Valence, Arousal,
Dominance

PANAS-X (Joviality
subscale)

Subjective Joyful positive affect

ANSS (PLAY subscale) Subjective Pankseppian PLAY
activation

iGroup Presence
Questionnaire (IPQ)

Subjective Presence (explanatory)

Co-Presence & Social
Presence subscales

Subjective Social reciprocity

Behavioural interaction
log

Behavioural Frequency, initiation,
and chaining of apple
exchanges

by the participant versus the squirrel respectively (and sum to 1),
describing who is leading the exchange; this matters specifically
because Panksepp’s account of PLAY emphasises mutual initiative
and role-reversal, so if this ratio were unrelated to subjective PLAY
it would suggest that initiative is not, in fact, what participants are
keying into when they report feeling playful, which would weaken
the framework’s specific emphasis on dominance and agency. A
chain is a continuous, uninterrupted sequence of alternating throws
and catches between participant and squirrel without a gap exceed-
ing a fixed inactivity threshold; mean/max chain length and chain
count jointly describe how sustained, rather than one-off, the re-
ciprocal exchange was. Active-time ratio is the proportion of the
session during which the participant was engaged in an interaction-
relevant state rather than idle or wandering. Role-balance ratio
measures how evenly interaction was distributed between initiat-
ing and receiving roles across the session (0.5 indicating a perfectly
balanced back-and-forth), intended as a behavioural proxy for the
framework’s role-reversal requirement. Time-in-proximity ratio
is the proportion of session time spent within a fixed proximity
threshold of the squirrel; this variable had an unexpectedly low
mean (0.001) and near-zero median in the logged data, most likely
reflecting an overly tight proximity threshold in the current logging
implementation rather than participants genuinely almost never be-
ing near the squirrel, and its correlational results should therefore
be read with this specific data-quality caveat in mind. Time-to-
first-interaction is the latency, in minutes, to the participant’s first
apple-related interaction.

4.5 Statistical Analysis
All subjective measures were reverse-coded where required and av-
eraged according to their respective Likert scales prior to analysis.
For SAM, PANAS-X, and ANSS, the inclusion of a genuine pre-
VR (pre-tutorial) baseline allows a three-stage design: pre-tutorial,
post-tutorial, and post-affective. For each subscale, an omnibus test,
a single overall test for whether the three stages differ from one an-
other at all, before asking which specific pair of stages differs, was
run first, a repeated-measures ANOVA where the distribution of
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stage-wise difference scores did not depart from normality (Shapiro-
Wilk test), and its non-parametric equivalent, the Friedman test,
otherwise. Only where this omnibus test was significant were the
three pairwise stage comparisons (pre-tutorial vs. post-tutorial;
pre-tutorial vs. post-affective; post-tutorial vs. post-affective) then
tested, using paired 𝑡-tests or Wilcoxon signed-rank tests as ap-
propriate, with a Holm-Bonferroni correction applied across the
three comparisons within each subscale; this two-step procedure
was used specifically to avoid inflating the false-positive rate that
would result from testing all three pairwise comparisons regardless
of whether any overall change had occurred. This design directly
serves the purpose of including the initial (pre-tutorial) question-
naire in the analysis: the pre-tutorial vs. post-tutorial comparison
isolates any effect of entering VR at all, independent of the Apple
environment’s specific content, while the post-tutorial vs. post-
affective comparison isolates any effect attributable to the Apple
environment specifically, over and above simply being in a headset.

Separately, and unaffected by this three-stage design, three single-
timepoint comparisons from the post-affective assessment were
retained from the original analysis plan: SAM valence, arousal, and
dominance were each tested against a pre-defined “high” threshold
(the upper third of the scale, consistent with prior dimensional-
emotion research [21, 40]); PANAS-X Joviality was tested against
its next-highest subscale; and ANSS PLAY was tested against its
next-highest subscale. IPQ was tested for whether post-affective
scores exceeded zero (see Section 5.3 for why zero is the relevant
reference point for this instrument), and co-presence and social
presence were each tested against their scale midpoints (see Section
5.3). Finally, for the relationship between behavioural engagement
and subjective outcomes, Pearson or Spearman correlations (se-
lected by the same normality criterion) were computed between
each behavioural indicator and each subjective outcome, and a
Friedman test was used to test for change in interaction frequency
across the four two-minute bins of the Apple Interaction VE, ad-
dressing whether reciprocal engagement was sustained rather than
front-loaded.

An alpha level of .05 was used throughout, with the Holm-
Bonferroni correction described above applied within each family
of related comparisons. Successful PLAY elicitation was defined as
significance, in the predicted direction, on all primary measures
across both the threshold and three-stage tests; partial support
was defined as significance on a majority of primary measures to-
gether with converging evidence from at least one secondary or
behavioural measure; and results were classified as inconclusive if
post-affective presence fell significantly below baseline, since low
presence offers an alternative explanation for any null result on the
primary measures.

5 Results
Results are reportedwithout interpretation and are organised around
the three levels of evidence introduced in Section 4: subjective
PLAY indicators, presence and social presence, and behavioural
engagement, before a short summary against the elicitation criteria
defined above. Interpretation of these results, including reconciling
the more conservative three-stage findings below with the single-
timepoint threshold tests, is deferred to Section 6.

5.1 Participant Characteristics
Twenty-five participants (𝑁 = 25) provided complete pre-tutorial,
post-tutorial, and post-affective data for the Apple Interaction VE.

5.2 Subjective PLAY Indicators
Single-timepoint threshold tests. Post-affective SAM valence
(𝑀𝑑𝑛 = 8) and dominance (𝑀𝑑𝑛 = 7) were both significantly above
the high threshold (valence: Wilcoxon 𝑉 = 318, 𝑝 < .001; dom-
inance: 𝑉 = 237, 𝑝 = .023), while arousal (𝑀𝑑𝑛 = 7) was not
(𝑉 = 176, 𝑝 = .363). PANAS-X Joviality was the highest-rated
subscale post-exposure (𝑀 = 4.02), ahead of surprise (𝑀 = 3.72),
but this difference was not significant (𝑡 (24) = 1.46, 𝑝 = .079).
ANSS PLAY was the highest-rated ANSS subscale post-exposure
(𝑀 = 19.88), significantly ahead of its closest competitor, SEEKING
(𝑀 = 18.80; 𝑡 (24) = 2.25, 𝑝 = .017).

Three-stage analysis. Table 3 summarises the omnibus and,
where applicable, pairwise three-stage results for the primary SAM
and PANAS-X measures; the full three-stage results for every re-
maining PANAS-X andANSS subscale, togetherwith the full behavioural-
subjective correlation matrix, are reported in Appendix C. SAM
valence changed significantly across the three stages (𝜒2 (2) =

14.03, 𝑝 < .001; pre-tutorial𝑀 = 7.16, post-tutorial𝑀 = 7.52, post-
affective 𝑀 = 8.08); of the three pairwise comparisons, only pre-
tutorial vs. post-affective survived correction (𝑝ℎ𝑜𝑙𝑚 = .017), with
neither pre-tutorial vs. post-tutorial (𝑝ℎ𝑜𝑙𝑚 = .306) nor post-tutorial
vs. post-affective (𝑝ℎ𝑜𝑙𝑚 = .160) reaching significance. SAM arousal
likewise changed significantly overall (𝜒2 (2) = 13.96, 𝑝 < .001; pre-
tutorial𝑀 = 4.42, post-tutorial𝑀 = 5.54, post-affective𝑀 = 6.18),
but here both the pre-tutorial vs. post-tutorial (𝑝ℎ𝑜𝑙𝑚 = .029) and
pre-tutorial vs. post-affective (𝑝ℎ𝑜𝑙𝑚 = .002) comparisons were sig-
nificant, while post-tutorial vs. post-affective was not (𝑝ℎ𝑜𝑙𝑚 = .116).
SAM dominance showed no significant omnibus change across the
three stages (𝜒2 (2) = 4.59, 𝑝 = .101; pre-tutorial 𝑀 = 6.30, post-
tutorial 𝑀 = 6.44, post-affective 𝑀 = 6.98), and, following the
two-step procedure in Section 4.5, no pairwise follow-up tests were
run for this subscale.

PANAS-X Joviality changed significantly across the three stages
(𝜒2 (2) = 20.18, 𝑝 < .001; pre-tutorial 𝑀 = 3.33, post-tutorial
𝑀 = 3.78, post-affective𝑀 = 4.02), with both pre-tutorial vs. post-
tutorial (𝑝ℎ𝑜𝑙𝑚 = .003) and pre-tutorial vs. post-affective (𝑝ℎ𝑜𝑙𝑚 <

.001) significant, but post-tutorial vs. post-affective not (𝑝ℎ𝑜𝑙𝑚 =

.073). PANAS-X surprise also changed significantly overall (𝜒2 (2) =
32.97, 𝑝 < .001; pre-tutorial𝑀 = 2.25, post-tutorial𝑀 = 3.29, post-
affective𝑀 = 3.72), and here all three pairwise comparisons were
significant, including post-tutorial vs. post-affective (𝑝ℎ𝑜𝑙𝑚 = .021),
the only comparison in Table 3 for which the Apple environment
produced a further, statistically reliable increase beyond the neu-
tral tutorial. ANSS PLAY changed significantly across the three
stages by a repeated-measures ANOVA (𝐹 (2, 48) = 9.43, 𝑝 < .001;
pre-tutorial 𝑀 = 17.28, post-tutorial 𝑀 = 19.16, post-affective
𝑀 = 19.88); no corrected pairwise contrasts were available for this
subscale (see Appendix A). Figures 7a, 7b, and 8a in Appendix C
show these SAM, PANAS-X, and ANSS distributions graphically.
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Table 3: Three-stage change in primary subjective measures.
𝑝ℎ𝑜𝑙𝑚 given only where the omnibus test was significant.

Measure Omnibus Pre→Post-tut Pre→Post-aff

SAM valence 𝑝 < .001 ns 𝑝ℎ𝑜𝑙𝑚 = .017
SAM arousal 𝑝 < .001 𝑝ℎ𝑜𝑙𝑚 = .029 𝑝ℎ𝑜𝑙𝑚 = .002
SAM dominance ns (𝑝 = .101) — —
PANAS-X Joviality 𝑝 < .001 𝑝ℎ𝑜𝑙𝑚 = .003 𝑝ℎ𝑜𝑙𝑚 < .001
PANAS-X Surprise 𝑝 < .001 𝑝ℎ𝑜𝑙𝑚 < .001 𝑝ℎ𝑜𝑙𝑚 < .001
ANSS PLAY 𝑝 < .001 (no corrected contrasts available)

5.3 Presence and Social Presence
Presence and social presence were assessed differently across stages
for a specific methodological reason: the IPQ can meaningfully
be asked about any VE, since it concerns only the participant’s
own sense of being in a place, whereas the co-presence and social-
presence subscales ask about interacting with another agent, and
the neutral tutorial contains no NPC. Co-presence and social pres-
ence could therefore only be assessed once, post-affectively; this
is a genuine limitation, addressed further in Section 6. IPQ, which
does not require an agent, was assessed at both post-tutorial and
post-affective stages.

The IPQ uses a bipolar response format centred on zero, where
zero represents no sense of presence at all (a fully neutral, “not there”
response) and increasingly positive scores indicate a stronger sense
of being present in the VE [36]; testing whether post-affective
scores exceed zero therefore tests whether participants felt any
presence whatsoever, rather than a specifically high level of it, and
is the appropriate first check before presence can be invoked as an
explanatory factor at all. Post-affective IPQ scores were significantly
above zero (𝑡 (24) = 4.31, 𝑝 < .001, 𝑀 = 0.72, 𝑆𝐷 = 0.84), but did not
differ significantly from post-tutorial IPQ (𝑡 (24) = 1.27, 𝑝 = .108,
mean difference = 0.25), indicating that presence was established
already during the neutral tutorial and did not increase further in
the Apple environment specifically.

The co-presence and social-presence subscales instead use unipo-
lar Likert scales with a defined neutral midpoint, a 5-point scale
for co-presence (midpoint 3) and a 7-point scale for social presence
(midpoint 4), at which a respondent neither agrees nor disagrees
that the interaction felt social [25]; testing against this midpoint
asks whether participants’ average response leaned towards af-
firming, rather than denying or remaining neutral about, the so-
cial quality of the exchange with the squirrel, which is the more
informative comparison for these particular instruments than a
comparison against zero would be. Co-presence was significantly
above its midpoint (𝑡 (24) = 4.56, 𝑝 < .001, 𝑀 = 3.64, 𝑆𝐷 = 0.71),
whereas social presence did not differ significantly from its mid-
point (𝑡 (24) = −0.51, 𝑝 = .691, 𝑀 = 3.87, 𝑆𝐷 = 1.32): participants
tended to agree that the squirrel felt like a genuine social presence
in the space with them, but were, on average, ambivalent about
whether it felt specifically attentive or engaged with them.

5.4 Behavioural Engagement
Participants engaged in a mean of 193.4 apple-related interactions
per session (𝑆𝐷 = 65.3), of which amean of 62.4% (𝑆𝐷 = 14.3%)were

participant-initiated (see Section 4.4 for the operational definition of
each indicator below). A Friedman test found no significant change
in interaction frequency across the four two-minute bins of the
session (𝜒2 (3) = 2.65, 𝑝 = .449; bin means: 39.2, 47.3, 41.2, and 31.4
interactions), indicating that engagement was sustained rather than
declining over the session. Of the six behavioural indicators tested
against self-reported ANSS PLAY, only the participant-initiated ra-
tio correlated significantly (Spearman 𝜌 = .52, 𝑝 = .008); total inter-
actions, mean chain length, active-time ratio, role-balance ratio, and
time-in-proximity ratio did not (all 𝑝 > .17); the time-in-proximity
result in particular should be read alongside the data-quality caveat
for that variable noted in Section 4.4. This correlation was robust
to the exclusion of any single participant (leave-one-out 𝜌 range:
.457–.615, 𝑝 range: .0014–.025) and to removal of conventional out-
liers (𝜌 = .578, 𝑝 = .006 with 4 IQR-flagged points excluded). The
full 6×6 matrix of correlations between every behavioural indicator
and every subjective outcome, including one further nominally
significant but likely chance cell, is reported in the Appendix. Fig-
ures 8b, 9a, and 9b in Appendix A show these behavioural results,
the temporal engagement pattern, and the outlier-robustness check
graphically.

6 Discussion
Taken together, the results provide partial, and in one respect more
conservative than the original single-baseline analysis suggested,
support for the claim that the adapted, Pankseppian framework
can guide the design of a VE that elicits PLAY. Valence and ANSS
PLAY, the measure most directly tied to Panksepp’s construct and
the only explicitly Pankseppian instrument used here, both rose
reliably from a genuine pre-VR baseline, and PLAY was rated above
every competing primary-process subscale, including its closest
neighbour, SEEKING. However, the three-stage design reveals a
pattern a simpler two-point comparison would have missed: for
SAM dominance, and arguably for valence and Joviality once the
tutorial-to-affective step is examined alone, most of the measurable
change occurred on entering VR at all, not on entering the Apple
environment specifically. Dominance showed no reliable change
once a genuine pre-VR timepoint was included, in contrast to the
earlier, less conservative post-tutorial-baseline comparison; this is
a meaningful revision, not a technicality, since dominance is one of
the three VAD pillars the framework is built on. The only measure
showing a further, reliable increase attributable to the Apple envi-
ronment specifically was PANAS-X surprise, not Joviality, arousal,
or dominance, suggesting the environment’s most distinctive mar-
ginal contribution was an orienting response rather than PLAY
itself. This, together with social presence failing to exceed its mid-
point, complicates rather than confirms a clean PLAY-elicitation
claim: a positive VR experience is not automatically the specific,
socially reciprocal, high-arousal state the framework targets.

The behavioural evidence sharpens this cautious picture. Raw
interaction frequency, chain length, and role balance were all unre-
lated to self-reported PLAY, but the proportion of interactions the
participant initiated was significantly associated with it, a result
that held up under both leave-one-out and outlier-removal checks
(Appendix A) and is therefore not an artefact of one or two partici-
pants. This speaks directly to the design-element question raised in
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the introduction: it is initiative within the exchange, not its volume,
that matters for PLAY, a pattern invisible to a design process opti-
mised only for engagement, and one at least suggestively consistent
with the framework’s emphasis on dominance, even though self-
reported dominance itself did not survive the stricter three-stage
test; behavioural initiative and self-reported dominance may sim-
ply tap the same construct with different reliability, worth testing
directly with a larger sample. Session observations offer weaker,
explicitly ad hoc supporting evidence, unsystematic notes rather
than a structured protocol, so read as candidate explanations rather
than findings: participants across multiple sessions tried to grab
apples from the squirrel’s hand, climb the tree, pet the squirrel un-
prompted, or kick the apple or squirrel. Read cautiously alongside
the initiative result, these are at least consistent with a pull toward
richer, more physical reciprocal interaction than the throw-and-
catch loop could accommodate. The absence of any engagement
decline across the four time bins further suggests the reciprocal,
non-goal-directed structure sustained interest rather than depend-
ing on novelty, though this alone does not prove sustained playful
engagement rather than habituated activity.

These findings carry several limitations, methodological and
implementation-specific; the observational ones again carry the
ad hoc caveat above. Physiological measures were dropped, both
practically and because arousal alone cannot distinguish PLAY from
other affective states, leaving the evidence entirely self-report and
behavioural; future work could reintroduce physiological or neu-
roimaging measures to test whether they add information beyond
ANSS and behavioural indicators, addressing PLAY’s sub-cortical
origin more directly. A structural limitation is that co-presence and
social presence could only be measured once, post-Apple environ-
ment, since the neutral tutorial has no social agent for baselining;
this leaves no way to isolate whether observed co-presence is spe-
cific to the squirrel or would occur with any first-encountered
responsive agent. A future iteration could resolve this with a brief,
non-playful scripted agent encounter during the tutorial (e.g., a
stationary squirrel that merely acknowledges the participant) to
provide a genuine non-PLAY social baseline. The sample (N=25)
fell short of the target of 30, reducing power, and this paper covers
one of three independently designed VEs in the broader project;
cross-environment comparison, part of the original design, would
clarify which specific design elements drove these results.

Several implementation limitations, again ad hoc and offered
as candidate rather than confirmed explanations, plausibly capped
achievable reciprocity. The squirrel sometimes threw from unrealis-
tically close range, could not reliably hold or recover a second apple,
and did not dodge throws, occasionally collapsing the exchange into
one-sided fetch; a proximity-based grab mechanic, more consistent
tree-climbing, a reaction to being hit while holding an apple, and
support for multiple squirrels were all noted as targets for future
iterations. Participant-side tree-climbing, attempted via capsule
colliders along the trunk, remained unreliable and non-functional
throughout data collection; since participants repeatedly asked
about and attempted it, its absence likely constrained achievable
dominance and exchange variety independently of the framework
itself. Locomotion was not fully intuitive for everyone: some partici-
pants used a sliding motion instead of the intended blink-hop, some

struggled to combine movement and grabbing, and some had for-
gotten tutorial controls by the post-affective session; this, together
with a boundary-rendering bug, suggests the tutorial baseline may
not have been fully equivalent across participants. Future studies
could replace the separate tutorial with a brief, experimenter-led
live demonstration to reduce this risk. Finally, some participants
were uncertain whether they were "supposed" to do something,
and one was startled by the squirrel’s appearance, suggesting the
open-ended design may need a lighter-touch orientation rather
than an explicit goal, and that individual differences in response to
the NPC’s design are worth monitoring.

For the framework itself, these results suggest the explicit qual-
itative reciprocity requirement was useful and identifiable in the
behavioural data evenwhere its self-report counterpart (dominance)
did not survive stricter testing, and that participant-initiated inter-
action may be a more diagnostic PLAY signature than aggregate
engagement or self-reported dominance. This is broadly consistent
with my own methodological impression, again informal rather
than tested, that behavioural measures may sit closer to Panksepp’s
construct than VAD-based self-report, given that instruments like
the SAM were built for dimensional rather than Pankseppian mod-
els, whereas the explicitly Pankseppian ANSS showed the clearest
theoretically direct evidence of PLAY-specific change. Future work
could formalise the initiative-over-volume distinction, treating the
participant-initiated ratio as a first-class design target alongside
VAD, and developing a validated behavioural coding scheme for
reciprocity and role-reversal that does not require manual session
review. A more graceful ending, a gradual day-to-evening lighting
transition in which the squirrel visibly settles down, rather than an
abrupt fade to black, was also noted as a candidate refinement to
close the exchange on an affectively consistent note.

7 Conclusion
This paper adapted an existing affective VE design framework to
incorporate Panksepp’s Theory of Affective Neuroscience and ap-
plied it to the design of an Apple Interaction VE intended to elicit
the PLAY emotion. Using a three-stage design that included a gen-
uine pre-VR baseline, valence, PANAS-X Joviality, and the explicitly
Pankseppian ANSS PLAY subscale all rose reliably from that base-
line, and PLAY was rated above every competing primary-process
subscale; arousal did not exceed a pre-defined high threshold, and
self-reported dominance showed no reliable change once the pre-
VR baseline was included, a more conservative finding than an
earlier two-point comparison suggested. Presence and co-presence
were significantly above their reference points, while social pres-
ence was not, and behavioural data showed sustained engagement
over the session together with a significant, outlier-robust link be-
tween the proportion of participant-initiated interaction, rather
than total interaction volume, and self-reported PLAY. These re-
sults offer partial, convergent, but appropriately qualified evidence
that a Pankseppian, reciprocity-aware adaptation of an existing
affective VE design framework can support PLAY elicitation in VR,
and point to participant initiative, together with explicitly Panksep-
pian self-report instruments such as the ANSS, as more informative
targets for future design and measurement work in this space than
aggregate engagement or dimensional dominance ratings alone.
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A Supplementary Result Figures
Figures 7, 8, and 9 present the SAM, PANAS-X, ANSS, behavioural
engagement, temporal engagement, and outlier-robustness results
referenced in Section 5 graphically.

B Convergent Evidence Summary
Table 4 summarises the outcome against each of the five elicitation
criteria defined in Section 4.5, alongside the specific evidence that
qualifies or counts against each one; a criterion being “met” in
the left-hand sense does not mean the evidence for it is uniformly
strong, and the right-hand column should be read as an integral
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(a) SAM valence, arousal, and dominance. (b) Post-affective PANAS-X subscale distributions.

Figure 7: Baseline, post-tutorial, and post-affective SAM distributions, and post-affective PANAS-X subscale distributions.

(a) Post-affective ANSS subscale distributions, showing PLAY relative
to competing subscales.

(b) Behavioural engagement indicators: participant-initiated ratio,
mean chain length, active-time ratio, and role-balance ratio.

Figure 8: Post-affective ANSS distributions and behavioural engagement indicators.

(a) Interaction frequency across the four two-minute bins of the
session.

(b) Robustness of the participant-initiated ratio vs. ANSS PLAY cor-
relation: outlier-marked scatter with regression lines (A) and leave-
one-out sensitivity (B).

Figure 9: Temporal engagement and outlier-robustness check for the participant-initiated interaction correlation.
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Table 4: Summary of evidence for and against PLAY elicitation.

Criterion Met? Evidence for Evidence against / caveats

ANSS PLAY (Pankseppian, state-level)
significantly higher than next-highest
subscale, and rises across the three
stages

Yes PLAY > SEEKING post-affectively (𝑝 =

.017); significant 3-stage change (𝑝 < .001)
No corrected pairwise contrasts available
to attribute the 3-stage rise specifically to
the Apple VE rather than to entering VR
generally

SAM VAD profile matches the target
high-VAD region

Partial Valence and dominance above threshold;
valence rises significantly from true base-
line

Arousal does not exceed threshold; domi-
nance shows no reliable change once a true
pre-VR baseline is used (3-stage omnibus
ns)

Presence significantly above reference
point

Yes IPQ > 0 post-affectively (𝑝 < .001) IPQ does not increase further from post-
tutorial to post-affective; presence was es-
tablished by the tutorial alone

Co-presence significantly above mid-
point

Yes 𝑡 (24) = 4.56, 𝑝 < .001 No pre-affective (tutorial) baseline exists for
co-presence, so a general-VR-agent effect
cannot be ruled out

Social presence significantly above
midpoint

No — Mean not distinguishable from ambivalence
(𝑝 = .691)

Engagement sustained (no decline)
over time

Yes Friedman ns across 4 bins (𝑝 = .449) Absence of decline is not itself evidence of
high engagement, only of no fatigue-driven
drop-off

At least one behavioural indicator cor-
relates with subjective PLAY

Yes Participant-initiated ratio, 𝜌 = .52, 𝑝 = .008;
robust to leave-one-out and outlier removal
(Appendix A)

Five of six indicators tested against ANSS
PLAY were not significant; the one signifi-
cant indicator is correlational, not causal
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Table 5: Three-stage results, remaining PANAS-X subscales.

Subscale Pre Post-tut Post-aff Omnibus

Hostility 1.23 (0.33) 1.21 (0.35) 1.19 (0.36) ns (𝑝 = .624)
Attentiveness 3.42 (0.79) 3.74 (0.72) 3.68 (0.85) 𝑝 = .037
Shyness 1.86 (0.53) 1.56 (0.57) 1.39 (0.53) 𝑝 = .002
Fatigue 2.56 (1.05) 1.99 (0.87) 1.76 (0.95) 𝑝 < .001
Self-Assurance 3.15 (0.75) 3.23 (0.91) 3.41 (0.89) ns (𝑝 = .127)
Serenity 3.64 (0.86) 3.56 (0.82) 3.48 (1.12) ns (𝑝 = .753)
Guilt 1.42 (0.50) 1.22 (0.42) 1.12 (0.26) 𝑝 < .001
Sadness 1.42 (0.49) 1.22 (0.37) 1.17 (0.33) 𝑝 = .009
Fear 1.81 (0.86) 1.51 (0.67) 1.48 (0.62) 𝑝 = .020a

Mean (SD) at each stage. aSignificant omnibus test, but no individual pairwise com-
parison survived Holm-Bonferroni correction.

Table 6: Three-stage results, remaining ANSS subscales.

Subscale Pre Post-tut Post-aff Omnibus

SEEKING 17.56 (3.34) 19.48 (3.42) 18.80 (4.29) 𝑝 = .019a
CARE 17.80 (3.43) 17.68 (4.02) 18.32 (4.50) ns (𝑝 = .451)
PANIC 8.52 (3.94) 7.24 (3.22) 6.92 (2.43) 𝑝 = .009
GRIEF 6.72 (2.05) 7.04 (2.94) 6.72 (2.78) ns (𝑝 = .355)
FEAR 6.44 (2.42) 5.68 (1.44) 5.88 (2.05) ns (𝑝 = .461)
RAGE 6.80 (3.07) 6.00 (1.68) 6.04 (2.01) ns (𝑝 = .273)

Mean (SD) at each stage. aSignificant repeated-measures ANOVA; no corrected pair-
wise contrasts available (see Section 5.2 for the same caveat on ANSS PLAY).

C Additional Statistical Results
This appendix reports statistical results referenced in Section 5 but
not required there to evaluate the paper’s primary claims: the full
three-stage (pre-tutorial / post-tutorial / post-affective) results for
every PANAS-X and ANSS subscale not already reported in Table 3,
and the full behavioural-subjective correlation matrix underlying
the single correlation reported in Section 5.4.

Table 5 and Table 6 report the remaining PANAS-X and ANSS
subscales respectively; Figure 11 shows the same data visually, as
a three-stage trajectory per subscale, so the shape of each change

(rising, falling, or flat) can be seen at a glance alongside the ex-
act numbers in the tables. Three PANAS-X subscales showed no
significant omnibus change across the three stages: hostility, self-
assurance, and serenity. Of the remaining six PANAS-X subscales,
all showed a significant omnibus change; fear is a notable case
where the omnibus test was significant (𝜒2 (2) = 7.83, 𝑝 = .020) but
none of the three individual pairwise comparisons survived the
Holm-Bonferroni correction, illustrating why the two-step proce-
dure in Section 4.5 (only running pairwise tests after a significant
omnibus test) is not equivalent to guaranteeing an interpretable
pairwise result. Among the remaining ANSS subscales, SEEKING
and PANIC showed significant omnibus change while CARE, GRIEF,
FEAR, and RAGE did not; PANIC’s pattern, decreasing from pre-
tutorial to both later stages but not changing further between post-
tutorial and post-affective, is discussed in Section 6 as a plausible,
though ad hoc, indicator of general anxiety reduction on entering
VR rather than a PLAY-specific effect.

Figure 10 shows the full correlation matrix between all six be-
havioural indicators and all six post-affective subjective outcomes
(36 tests in total), underlying the single significant result (participant-
initiated ratio vs. ANSS PLAY) reported in Section 5.4. At an uncor-
rected 𝛼 = .05, roughly 1.8 significant cells would be expected by
chance alone across 36 independent tests; two cells reach signifi-
cance, the previously reported participant-initiated ratio vs. ANSS
PLAY (𝜌 = .52, 𝑝 = .008), and time-in-proximity ratio vs. SAM
valence (𝜌 = −.43, 𝑝 = .032). The latter was not hypothesised in
advance, involves the one behavioural variable already flagged in
Section 4.4 as having a likely logging-threshold problem, and is con-
sistent in count with what chance alone would predict across this
many tests; it is reported here for completeness and transparency
but is not treated as evidence of a real effect, and is not relied upon
anywhere else in this paper
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ANSS PLAY

PANAS-X Joviality

SAM Valence IPQ

Co-presence

Social presence

Total interactions

Mean chain length

Participant-initiated ratio

Active-time ratio

Role-balance ratio

Time-in-proximity ratio

0.18 0.06 -0.15 -0.03 0.04 0.09

0.03 -0.04 0.00 0.06 -0.18 -0.01

0.52* 0.26 0.06 -0.03 0.11 -0.05

0.19 0.04 -0.06 0.00 0.13 0.10

-0.28 -0.17 0.05 -0.03 -0.12 0.17

-0.14 -0.11 -0.43* -0.26 0.18 -0.33

Full behavioural-subjective correlation matrix
(N=36 uncorrected tests; ~1.8 expected by chance at alpha=.05; * = p<.05)
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Figure 10: Full behavioural-subjective correlation matrix (Spearman 𝜌 or Pearson 𝑟 , method chosen per pair by the same
normality criterion as Section 4.5). Bordered cells are significant at uncorrected 𝑝 < .05.
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Figure 11: Three-stage trajectories (mean ± SD) for the PANAS-X and ANSS subscales in Tables 5 and 6. Filled blue points and
lines indicate a significant omnibus test; open grey points and lines indicate no significant change.
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