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ABSTRACT
This literature review aims to explore the Trend Temporal Concep-

tual DataModelling Language and the challenges in implementing it

in Database Management Systems. Fundamental topics in temporal

data such as valid time and transaction time are discussed alongside

Trend’s extentions to the Enhanced Entity-Relationship Diagram.

The implementations of temporal data in Database Management

Systems like MariaDB and PostgreSQL are examined. Algorithms

for converting both temporal and atemporal Entity-Relationship

Diagrams are discussed, showing that some refinement is needed

to suit them to Trend. A critical analysis of the temporal data im-

plementations of various Database Management Systems is done

to determine the best platform for implementing Trend.

1 INTRODUCTION
Temporal databases are gaining increasing popularity. There are

many applications in which being able to view historical data and

enforce rules about what can and can‘t happen to entities is vital.

Examples of this are accounting applications that need to track

when payments were made, and legal applications where verifying

the validity period of laws is vital [21]. In an atemporal DBMS, these

features need to be implemented by developers in their applications,

this can be expensive and time-consuming. If temporal constraints

were managed by the DBMS, these problems would be mitigated.

With the increasing popularty of temporal databases comes the

need to effectively model the constraints of working with Temporal

Information Systems For atemporal relational databases, Entity Re-

lationship Diagrams (ER diagrams) are the standard for modelling

the relationships and interactions of entities [8, 23]. Many Tem-

poral Conceptual Data Modelling Languages (TCDML) have been

proposed as extensions to ER diagrams, all with their respective

strengths and shortcomings [3, 9, 22]. This project will focus on one

particular TCDML, Trend [12]. Unlike most other TCDMLs, Trend

has undergone multiple usability tests and has shown promise in

being an accessible option for novice modellers [4].

The proposed project is designing a tool to convert a Trend

model into a relational schema that enforces the various tempo-

ral constraints specified by the modeller. This will be using some

existing standard for implementing temporal data into a Database

Management System (DBMS) which will need to determined in this

review.

The aim of this literature review is to investigate the additional

features represented in Trend, explore the different ways temporal

data is implemented in current DBMSs, and discuss various algo-

rithms which convert both temporal and atemporal ER diagrams

into relational schemas. This is followed by a comparison of the

standards and approaches introduced.

2 BACKGROUND ON TEMPORAL DATA
This section discusses some of the important concepts in tempo-

ral data. Temporal databases typically have a discrete, linear time

domain [5]. In a discrete time domain, time is broken into a set of

units called chronons. Depending on the particular database, these

could be seconds, days, or even years. Every event in the database

is considered to occur for the entirety of the chronon it is assigned

to and cannot be divided into smaller periods. Time is considered

linear, as it moves in a single direction step-by-step.

Another concept popular in TDBMSs is the idea of valid time
and transaction time [2, 13, 16, 22]. Valid time refers to the period

in which the fact being modelled is considered true in the real

world. Transaction time refers to the period in which the fact is

represented in the database. If an employee was promoted on the

15th of March, but this was only entered in the database on the 18th,

the valid time and transaction time would differ. Some TCDMLs,

like TimeERplus further introduce user-defined time and lifespan [9].
However, these have not seen wide adoption in DBMSs [5, 13, 16].

A table that implements both valid time and transaction time is

referred to as a bitemporal table.
An entity can change state in two different ways, it can either

evolve into another entity and lose its original type, or extend and

become a member of a new type while still being a member of its

original type [2–4].

Time is represented in temporal databases using timestamps. A

timestamp is a value that associates a tuple with a time value. This

value could either represent valid time or transaction time. There

are three types of timestamping [5, 14]:

• Time points

• Time intervals

• Set of time intervals

In a time points-based system, each tuple is assigned a single time

point. The fact is assumed to be true for the entirety of that chronon.

If a fact is true for multiple time points, multiple tuples are used

to represent this. An example of a system for booking rooms in an

office for meetings is shown in Table 1.

Table 1: Time point timestamping

BookNo Name RoomNo Time

1 James A1 1

1 James A1 2

2 John A1 3

3 Jane A2 3

3 Jane A2 4

3 Jane A2 5

4 James A1 6

4 James A1 7
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An additional "BookNo" attribute is added to be able to differentiate

between one booking lasting four time units and four consecutive

bookings.

Time interval timestamping removes the need of this additional

attribute by representing the period of an event. This removes the

need for explicitly differentiating between multiple consecutive

and one long booking, as the longer booking would only be used

in one booking. Disjoint periods are represented in different tuples.

The data in Table 1 is represented using time intervals in Table 2.

Table 2: Time interval timestamping

Name RoomNo Time

James A1 [1,2]

John A1 [3,3]

Jane A2 [3,5]

James A1 [6,7]

Using a set of time intervals, sometimes referred to as a temporal
element [5], represents the full history of a fact in a single tuple. This
removes the ability to distinguish between multiple consecutive

rentals and one long one, but comes with the benefit of being much

more spatially efficient. Table 3 shows how the scenario from Table

1 is represented using time interval sets.

Table 3: Set of Time Intervals

Name RoomNo Time

James A1 [1,2]∪ [6,7]

John A1 [3,3]

Jane A2 [3,5]

3 FEATURES PRESENT IN TREND
Trend is a temporal extension of the Enhanced Entity-Relationship
Diagram (EER Diagram), which the reader is assumed to be familiar

with. This means it comes equipped with the standard features

of EER Diagrams [8, 23]: Entities, Relationships, Attributes, Cardi-

nality Constraints, Inheritance, Specialization, and Generalization.

This section discusses the additional features that Trend has and

would need to be enforced in the project application [4, 12].

3.1 Temporal Elements
Since Trend allows the user to model both temporal and atemporal

elements, it is important to distinguish between these. Trend gives

the option to add a clock item to an entity, relationship, or attribute.

This indicates that the respective element is temporal and can

change. Entities and Relationships of a type do not always need

to remain of that type and attributes do not always need to have a

value. Attributes with a pin icon cannot change value once set.

3.2 Dynamic Extension and Evolution
Entities and relationships are able to change over time, this is imple-

mented in Trend using dynamic extension and dynamic evolution.
Dynamic extension is modelled with an arrow labelled with ‘EXT‘.

This means that the source item can also become an item of the

target type. Similarly, dynamic evolution is modelled with an arrow

labelled with ‘CHG‘. This means that that the source item trans-

forms into an item of the target type. A transition is mandatory

if the line is solid, and optional if it is dashed. Having ‘CHG‘ and

‘EXT‘ be uppercase means that the transition occurs in the future,

while lowercase refers to the past.

3.3 Quantitative Transition Constraints
By appending a number to the ‘CHG‘ or ‘EXT‘ label, one enforces

the duration constraint for the specified number of chronons. A

solid arrow from entity A to B labelled ‘chg 4‘ means that an entity

of type A needed to have been a member of A for 4 chronons before

changing its type to B.

4 TEMPORAL DATA MODELS
4.1 SQL:2011
In 2011, SQL introduced a new standard to support temporal data

[13]. SQL:2011 implements temporal data using time periods. The

time periods include the start time and goes up to, but excluding,

the end time. It introduced the notion of Application-time periods
and System-time periods, which is equivalent to valid time and trans-

action time, as discussed in Section 2. We summarise the features

introduced in SQL:2011 [13].

Application-period tables can be made by creating a table con-

taining a period with a user-defined name, for example:

CREATE TABLE students(
StuID INTEGER,
StuName TINYTEXT,
Dept TINYTEXT,
StartTime DATE,
EndTime DATE,
PERIOD FOR stuPeriod(StartTime,EndTime)
)

A tuple can be loaded in as follows:

INSERT INTO students
VALUES (1001, "Janene", "Math", ‘2024-01-01‘, ‘2027-01-01‘)
This will create the following table:

Table 4: An application-time table

StuID StuName Dept StartTime EndTime

1001 Janene Math 2024-01-01 2027-01-01

If the student has changed their department from Math to Engi-

neering in 2025, only to go back in 2026, we can update the table

as follows:

UPDATE students
FOR PORTION OF stuPeriod
FROM DATE ‘2025-01-01‘ TO DATE ‘2026-01-01‘
SET Dept = "Engineering"
WHERE StuID = 1001
This will split the original row into three, resulting in the following

table:

Table 5: The application-time table after an update

StuID StuName Dept StartTime EndTime

1001 Janene Math 2024-01-01 2025-01-01

1001 Janene Engineering 2025-01-01 2026-01-01

1001 Janene Math 2026-01-01 2027-01-01

Deleting works similar to updating, as the user can specify a portion

for deletion and the table gets split up according to the new existing

periods.
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Using this approach requires a new definition of the primary

key. Table 5 shows how the StuID attribute is an invalid choice for

the primary key, as it appears multiple times in the table. SQL:2011

allows for the triple (StuID,StartTime,EndTime) to be the primary

key for the table. If the user wishes to prevent overlapping periods

for the same StuID (For instance, if the student can only belong to

one department at a time), they can specify this with the following

command:

ALTER TABLE students
ADD PRIMARY KEY (StuID,stuPeriod WITHOUT OVERLAPS)
New referential integrity constraints were also added, preventing

the referencing of entities at invalid times. Assume that there are

two tables, named students and departments respectively:

Table 6: An example that does not have referential integrity

StuID StuName Dept StartTime EndTime

1001 Janene Math 2024-01-01 2025-01-01

1001 Janene Engineering 2025-01-01 2026-01-01

Dept StartTime EndTime

Math 2025-01-01 2027-01-01

Engineering 2024-01-01 2026-01-01

Here, it can be seen that Janene is a member of the Math depart-

ment before it existed. This situation can be prevented using the

following command:

ALTER TABLE students
ADD FOREIGN KEY (Dept,PERIOD stuPeriod)
REFERENCES departments (Dept, PERIOD depPeriod)

System-time tables work in a similar way, storing an attribute

with the start time and the end time. The user is unable to modify

the values for the start time and end time directly, only the DBMS

has access to that. The user can create a System-time table for the

previous example as follows:

CREATE TABLE students(
StuID INTEGER,
StuName TINYTEXT,
Dept TINYTEXT,
Sys_start TIMESTAMP(12) GENERATE ALWAYS AS ROW START,
Sys_end TIMESTAMP(12) GENERATED ALWAYS AS ROW END,
PERIOD FOR SYSTEM_TIME(Sys_start,Sys_end)
) WITH SYSTEM_VERSIONING

Data can be inserted as follows:

INSERT INTO students
VALUES (1001,"Janene","Math")
This results in the following table:

Table 7: A system-time table

StuID StuName Dept Sys_Start Sys_End

1001 Janene Math 2024-01-01

15:01:32

9999-12-31

23:59:59

Update and delete only operate on the latest version of an entry.

They both change the ‘Sys_End‘ field of the latest entry to the

current time; Update creates a new entry, while delete only modifies

the end time.

System-time tables are simpler than application-time tables as

only the current version of a row need to be considered, meaning

that no extra referential integrity constraints need to be considered.

4.2 TSQL2
TSQL2 is a temporal extension of SQL proposed in 1994 [21]. An

attempt was made to incorporate TSQL2 into the SQL standard,

but this ultimately failed [13]. TSQL2 supports transaction time

tables, valid time tables, and bitemporal tables. In an effort to make

TSQL2workwith existing SQL databases, valid and transaction time

columns are hidden. Temporal columns are nameless columns that

contain a period datatype [6]. This decision led to the introduction

of new syntax for accessing the hidden columns. Additionally, some

of the operations do not have a clear specification, allowing for

multiple possible outputs for the same query [6]. For the reasons

mentioned, TSQL2 has received substantial criticism [6].

4.3 Temporal Database Management Systems
There are many Database Management Systems available with

temporal support. This subsection will discuss how some of them

have implemented temporal data.

• MariaDB: MariaDB fully implements SQL:2011, providing

support for both system-time and application-time tables.

Application-time tables are supported as of version 10.4.3

[17] System-time tables were implemented in 10.3.4, and

provide a simpler syntax than proposed in SQL:2011, only

requiring that the user include WITH SYSTEM_VERSIONING
to create one. [18]

• PostgreSQL: PostgreSQL does not natively support tempo-

ral data. Extensions do exist that implement system-time

tables, but none that implement application-time periods

[20] The user would need to implement application-time

tables manually.

• TDSQL: Tencent Distributed SQL follows the standards of

SQL:2011, with some modifications to query processing

that greatly improve performance [16].

• Teradata: Teradata does not follow SQL:2011, rather imple-

menting the specification proposed in TSQL2 [21]. Tem-

poral support was implemented as of release 13.10 and

includes both valid time and transaction time support [1].

Other DBMSs like Oracle [19] and IBM Db2 [11] have implemented

temporal support, but due to the lack of documentation on their

implementation they have not been discussed in this literature

review. NoSQL DBMSs that support temporal data, for example

graph databases [7], are outside the scope of this review as they are

not appropriate for the relational model of Trend.

5 ALGORITHMS FOR EXTRACTING
RELATIONAL SCHEMAS FROM ER
DIAGRAMS

When it comes to converting a TCDML like Trend into a relational

schema, there are two approaches [9]:

• Map the model directly into a relational schema.

• Map the model into a conventional ER diagram first, and

proceed to map that to the relational schema.
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Since Trend is an extension of ER modelling, we will be focusing

on the direct conversion. This section will first discuss an algorithm

for mapping a conventional ERD into a schema. Afterwards it will

discuss some proposed temporal algorithms.

5.1 Converting ERDs into a relational schemas
The traditional approach for mapping ER Diagrams into relational

schemas goes as follows [8, 15]:

(1) Map regular entity types. For each entity, create a table that

includes the attributes. If the attributes are composite, only

include the simple component attributes. Select the primary

key as specified in the diagram.

(2) Map weak entity types. Similarly to the previous step, create

a table for each weak entity type. This time, include both

the key of the weak entity and the owner as the primary

key.

(3) Map one-to-one relationships. Choose one of the entities

and add its primary key as a foreign key in the other. It

is best to include the foreign key in the entity with total

participation in the relationship. Any attributes assigned

to the relationship should be included in the foreign key

holder.

(4) Map one-to-many relationships. Include the key of the entity
on the ‘one‘ side of the relationship as a foreign key to the

entity on the ‘many‘ side. Just like before, any attributes as-

signed to the relationship should be included in the foreign

key holder

(5) Map many-to-many relationships. Create a new table for

the relationship. Have the combination of the keys of both

participating entities be the primary key of the relation-

ship table. Add any attributes of the relationship to the

relationship table.

(6) Map multivalued attributes. Create a new table for the at-

tribute. Have the combination of the entity‘s key and the

individual attribute‘s key be the primary key of the new

table. If the attribute is multi-valued, include the simple

component attributes in the new table.

(7) Map N-ary relationships. When there have N entities partic-

ipating in the same relationship, create a new table. Include

the foreign keys of all participating entities as part of the

new table‘s primary key. If any of the entities have a cardi-

nality constraint of 1 to the relationship, their foreign key

does not need to be part of the primary key.

(8) Map specialization and generalization. Create a table for

each subclass. Include simple attributes and the primary

key of its superclass. The primary key of this entity is the

primary key of its superclass.

5.2 Temporal Conversion
The direct approach, as proposed in [10, 22], follows the same

approach as in the previous section with an added step for enforcing

the temporal constraints. These papers use TimeERplus and ERT
instead of Trend, however their methods can be easily adapted to

suit the project. In this section, we will summarise the algorithm

presented in [22]. It should be noted that this paper uses the notion

of complex object classes, which acts as an abstraction of a group

of entities/values. The algorithm proposed goes as follows:

(1) For each entity (complex or simple), create a table and select

a primary key. For every functionally dependent and time

invarying role, add the key of the corresponding entity or

value as an attribute.

(2) For each entity which is a subclass of another entity, replace

its primary key with the primary key of its superclass.

(3) For each complex value class, create a table and add a pri-

mary key. Add each simple object to the table and add the

primary key of each complex value type that is contained

by it.

(4) For each entity (complex or simple), for each functionally

dependent and time varying role, create a new table with

the entity’s key and a period. Have the entity’s key be the

primary key of the new table.

(5) For each relationship, create a new table. If the relationship

is time varying, add a period column. Have the composite

of the participating entities’ keys be the primary key of the

relation.

(6) For each complex entity class, create a table of all the enti-

ties it includes. Add their keys as the attributes of the table.

For every complex entity included in this new table, create

a separate table containing the keys of each object and a

period.

(7) Add additional temporal constraints defined by the ERT

model. The details of this step have been omitted from this

review as it is not relevant to Trend.

6 DISCUSSION
The amount of the temporal support in DBMSs vary substantially,

with some of the differences shown in Table 8. Many of DBMSs, like

PostgreSQL, only support transaction time, and not valid time [20].

Valid time tables are necessary for the project as they are able to

enforce some of the fundamental temporal constraints required by

Trend. Since SQL:2011 enforces both transaction and valid time, the

DBMS used in the project would need to have full implementation

of it, or an equivalent standard like TSQL2 [21].

SQL:2011 has received criticism for not including a PERIOD

datatype [14]. The PERIOD datatype introduces useful commands

like CONTAINS, EQUALS, PRECEDES, and OVERLAPS. Another

feature that SQL:2011 has received criticism for not supporting is

data coalescing. Data coalescing refers to combining tuples with

overlapping periods together. Native support for this could be ben-

eficial depending on the application.

Since these features mostly cater to convenience and are not

strictly necessary, the framework proposed in SQL:2011 fulfills the

criteria of the project. As shown in Table 8, MariaDB, TDSQL, and

Teradata look promising for the proposed software. Out of these,

MariaDB‘s simplified syntax and accessibility make it the ideal

DBMS to use.

None of the DBMSs include support for the temporal transition

constraints used in Trend. These need to be added manually using

triggers, as mentioned in the section discussing the algorithms for

converting the TCDML into a relational schema.
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Table 8: A Comparison of the temporal implementations for different DBMSs

DBMS Schema Specification Valid Time Transaction Time Additional Features Accessibility

Simplified syntax

MariaDB SQL:2011 Supported Supported for system-time Open-source and free

tables

PostgreSQL None Not Supported Need extensions None Open-source and free

TDSQL SQL:2011 Supported Supported High performance queries Neither open-source or free

Teradata TSQL2 Supported Supported None Neither open-source or free

Another design problem worth considering is the use of system-

time tables. Trend doesn‘t have any explicit use of transaction time

in the models, so an option would be to simply not include them. Al-

ternatively, every temporal entity could be made into both a system-

time and application-time table, allowing the user to access all of

the associated features. System-time tables are storage-intensive

[16], so unnecessarily using them should be avoided.

The algorithm proposed in [22] and discussed in section 5.2 will

need to be modified to be suited for Trend as it does not have an

explicit notion of complex object classes, and the algorithm doesn’t

include temporal transition constraints.

7 CONCLUSIONS
Temporal databases have received increasing support over the last

few years since the introduction of SQL:2011. As a consequence

of this new growth, Trend was proposed as a TCDML which em-

phasised usability and expressiveness. This leaves room for a tool

that is able to convert a Trend model directly into the schema of a

DBMS.

This review discussed some of the fundamental concepts of tem-

poral data, namely valid time and transaction time, entity transfor-

mations, and timestamping methods. We then discussed Trend’s

implementation of temporal elements, dynamic extension and evo-

lution, and quantitative transition constraints.

This review further explored how temporal data is implemented

in temporal DBMSs, highlighting standards such as SQL:2011 and

TSQL2. The implementations vary across different DBMSs, some

implement comprehensive support for temporal data, others offer

very limited implementations of specific features. This necessitates

careful consideration when selecting a platform for implementing

Trend models.

Additionally, various existing algorithms for converting tem-

poral/atemporal ER diagrams into relational schemas were sum-

marised. This highlighted the need to refine these algorithms to

facilitate the practical implementation of Trend.
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